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A BSTRACT
Non-stationarity is unavoidable in deep reinforcement learning as the distribution
of observed states and estimated state-values changes over time. We provide empirical evidence that this distributional drift negatively affects the generalization
capabilities of neural networks used to represent policy and value function. We
explain this observation with the Information Bottleneck theory: the input compression of a neural network weakens when the data distribution changes, resulting
in worse generalization bounds. Consequently, if the flexibility of the network to
adapt to a shifting data distribution is limited, a new network trained from scratch
on the current data should generalize better. Based on this insight, we propose
ITER, a simple method that repeatedly rejuvenates the network, leading to stronger
compressed latent representations and improved generalization performance. We
evaluate ITER against strong baselines on the Multiroom benchmark and show that
it outperforms previous state of the art results by a large margin.
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I NTRODUCTION

Improving the generalization performance of deep Reinforcement Learning (RL) agents is crucial
for applying them in many real world applications. Furthermore, such agents also hold the promise
of reducing sample complexity during training, even in simulated environments, by extrapolating
the correct behavior from less data. Consequently, after many breakthroughs scaling up RL to large
and complex environments, (e.g. Mnih et al., 2015; Heess et al., 2017; OpenAI, 2018; Vinyals et al.,
2019), more and more work is focussing on improving agents’ generalization capabilities.
Recently, multiple benchmarks to measure generalization in RL have been proposed (ChevalierBoisvert & Willems, 2018; Cobbe et al., 2019; Chaplot et al., 2016; Juliani et al., 2019) and exposed
much room for improvement in current algorithms (Zhang et al., 2018a;b; Zhao et al., 2019). Several
factors improving generalization have already been studied, including a diverse data distribution
through domain randomization (Koos et al., 2013; Sadeghi & Levine, 2017; Tobin et al., 2017;
Akkaya et al., 2019), smaller (Rajeswaran et al., 2017) or larger networks (Brutzkus & Globerson,
2018), specialized architectures (Kansky et al., 2017; Srouji et al., 2018; Zambaldi et al., 2019) or
explicit regularization (Cobbe et al., 2019; Igl et al., 2019).
Information Bottleneck (IB) theory associates generalization with data compression, in particular
that low mutual information between input and latent representation induces better generalization
bounds (Tishby et al., 2000; Shamir et al., 2010; Tishby & Zaslavsky, 2015). However, IB assumes a
stationary training distribution, whereas RL faces non-stationary input and target distributions: the
policy update changes the experienced state-action distribution and the value function update changes
bootstrapped values and the advantage function.
This paper proposes the hypothesis that this distributional shift over the course of training leads to
latent representations of the policy and value network that are suboptimal, in the sense that they
are less compressed than those of a network trained from scratch on the final data distribution,
and consequently generalize worse. To alleviate this, we propose the novel training method ITER,
which repeatedly rejuvenates the latent representations by iteratively training new policies and value
networks concurrently with the RL training. Evaluated on the fully observable Multiroom benchmark
(Chevalier-Boisvert & Willems, 2018), ITER shows stronger compression and significantly better
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performance than the previous state of the art method Information Bottleneck Actor Critic (IBAC)
(Igl et al., 2019), thereby supporting our hypothesis.

2

BACKGROUND

We describe an environment as Markov decision process (MDP) (S, A, T, r, p0 , γ) (Puterman, 2014)
with actions a ∈ A, states s ∈ S, initial state s0 ∼ p0 transition dynamics s0 ∼ T (s, a), reward
function r(s, a) ∈ R and
factor γ. The discounted state distribution induced
by a policy π

Pdiscount
∞
is defined as dπ (s) = t=0 Pr St = s|S0 ∼ p0 , At ∼ π(·|St ), St+1 ∼ T (St , At ) . Furthermore, we
denote π (k) (a|s) and V (k) (s) as the policy and value functions parameterized by θk .
One elegant way to reason about generalization is the Information Bottleneck (IB) (Tishby et al.,
2000; Tishby & Zaslavsky, 2015). It states that a good representation Z of some input X should
capture as much information about the variable of interest Y (in our case action probabilities and
predicted state-values), while relying on as little information in X as possible. In other words, an
optimal representation Z drawn from the probabilistic encoder p(Z|X), minimizes the loss:
L[p(Z|X)]

=

βI(Z; X) − I(Z; Y ) ,

(1)

where I(Z; X) and I(Z; Y ) are the mutual information between Z and either input X or output Y .
β is a trade-off hyper-parameter between both quantities, which describes how costly it is to encode
more information about X in order to achieve a higher mutual information with Y . For β = 0, we
impose no restriction on the encoded information whereas for β → ∞ the input X is ignored. A high
value of β might seem suboptimal as it leads to low mutual information I(Z; Y ) and lower training
performance. However, it also implies a lower value of I(Z; X). Crucially, it has been shown
that the
√ 
worst case generalization bound approximately grows proportionally to O 2 I(Z;X) / n (Shamir
et al., 2010; Tishby & Zaslavsky, 2015) for a dataset of size n, so reducing I(Z; X) can improve
generalization for finite amounts of training data.
This insight has been leveraged in a supervised setting by Alemi et al. (2017) and in RL (called IBAC)
by Igl et al. (2019), who incorporate such a bottleneck inside an agent’s policy and value function
for regularization. As neural bottleneck architecture they use the Variational Information Bottleneck
(VIB) (Alemi et al., 2017), implementing Equation (1) for the joint training distribution p(X, Y ) as
h
i

LV IB = Ep(X,Y ),pθ (Z|X) − log qθ (Y |Z) + βDKL pθ (Z|X)kq(Z) ,
(2)
where qθ (Y |Z) is the learned decoder, pθ (Z|X) the learned encoder and the marginal q(Z) over Z
is approximated as normal distribution N (0, I).
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Different latent representations in a network, even if they achieve similar performance on the training
data, can have different generalization bounds, depending on how effectively the encoder compresses
the data, i.e., how much I(Z; X) was reduced.1 Crucially, the optimal compression depends on the
data distribution. If it changes during training, as is the case in RL, it is natural to wonder whether
the neural network is able to adapt its encoder sufficiently, or whether the compression becomes less
effective over the course of training. In the latter case, a network that is trained from scratch on the
new distribution should have lower I(Z; X) and, hopefully, generalize better.
In the following, we present Iterated Relearning (ITER), a simple method that iteratively learns a
sequence of new networks, reducing the negative effect the non-stationarity of RL training has on
the learned representations. Our experiments show that this indeed reduces the mutual information
I(Z; X) between input and latent encoding and, as predicted by theory, improves generalization and
with it sample complexity as it allows extrapolating the correct behavior from less data.
1
While the data processing inequality implies that the data is compressed while passing through a network, it
is still unclear how this happens in detail (Saxe et al., 2019). Furthermore, theoretical results for the generalization
bound have so far only been shown for much simpler settings (e.g., Shamir et al., 2010). However, the empirically
successful application of the IB to neural networks indicates that the results could hold more widely (Alemi
et al., 2017; Igl et al., 2019).
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While retraining a neural network is straightforward in the supervised setting, in RL we have to be
more careful as our data distribution depends on our current network: the policy π determines the
state-action distribution s, a ∼ dπ (s)π(a|s), while the value function Vπ is used for bootstrapping and
to compute the advantage Aπ . In particular, for ITER we want to utilize the data distribution dπ(k) (s)
induced by our current policy π (k) (a|s) to train the new network for π (k+1) (a|s) and V (k+1) (s).
In ITER, each network undergoes two phases, the burn-in and the training phase. These overlap for
consecutive generations of networks, i.e., while network k is in its training phase, network k + 1
is burned-in. During the training phase, network k is improved by normal RL training. During the
burn-in phase, the new network k + 1 is trained to match the performance of the network k, but with
a “rejuvenated” latent representation, i.e., one that is better adapted to the current data distribution.
Crucially, burning in network k + 1 uses the same data that network k is collecting for training. This
is both desired to learn the optimal representation for the currently available data and it allows us
execute both phases concurrently. After burning in network k + 1, it transitions to the training phase,
replacing network k. At the same time, we initialize a new network, k + 2, to be burned-in next.
During the training phase, any RL algorithm can be applied. We are using PPO (Schulman et al.,
2017) for our experiments and refer the reader to their work for details.
In the following, we will describe how the network k + 1 is trained during the burn-in phase using two
pairs of losses. LP G and LT D update the policy and value function respectively using an off-policy
RL target. Additionally, Lπ and LV provide a lower variance training signal through supervised
targets for policy and value function. The overall burn-in loss for the new network therefore becomes:
L(θk+1 ) = LPG + λTD LTD + απ Lπ + αV LV

(3)

where λT D is a fixed hyper-parameter and we linearly anneal απ and αV from some fixed initial
value to zero over the course of each burn-in phase.
We start with the off-policy RL targets
 (k+1)
i
(a|s) (k+1)
log π (k+1) (a|s) ⊥ ππ(k) (a|s)
A
(s, a, s0 ) ,
(4)
i
h
2
π (k+1) (a|s)
(k+1)
0
,
A
(s,
a,
s
)
⊥
(k) ,s0 ∼T (s,a)
(k) ,a∼π
π (k) (a|s)

LPG (θk+1 ) = −Es∼d

,a∼π
π (k)

LTD (θk+1 ) = Es∼d

π

h

(k) ,s0 ∼T (s,a)

where ⊥ cuts the flow of gradients and A(k+1) (s, a, s0 ) = r(s, a) + γ⊥V (k+1) (s0 ) − V (k+1) (s)
denotes the advantage of choosing action a. In our experiments, we use Proximal Policy Optimization
(PPO) to optimize eq. (4), but any algorithm with off-policy correction terms can be used.
While those losses directly optimize the return achieved by the new policy, they suffer from large
variance as well as non-stationarity induced by the changing value function V (k+1) (s). To alleviate
both concerns, we provide two additional training signals:
h

i
Lπ (θ(k+1) ) = Es∼dπ(k) DKL ⊥π (k) (·|s) π (k+1) (·|s) ,
(5)
h
2 i
LV (θ(k+1) ) = Es∼dπ(k) ⊥V (k) (s) − V (k+1) (s)
.
We find that Lπ and LV lead to significant speedups and better representations learned by the
new network. Furthermore, Lπ also leads to a lower variance in the off-policy correction term in
Equation (4).

4

R ELATED W ORK

Two widely used methods to transfer knowlege from an old policy, or expert, to a newly trained
network are Kickstarting (Schmitt et al., 2018) and Policy Distillation (Rusu et al., 2015). With both
approaches we share the use of the supervised policy loss Lπ . However, there are several important
differences to ITER. First, neither of them transfers the state-value function to the new network using
LV , which we show empirically in the appendix to be important. Furthermore, both Kickstarting and
Policy Distillation are only used once during training, instead of iteratively, as their motivation is
different: both aim to reuse existing knowledge of experts instead of improving the representation
of the underlying policy. As such, they keep the old policy fixed instead of continuously updating
3
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it concurrently with the new policy. While Kickstarting also uses the RL losses in Equation (4), it
does so over the new data distribution dπ(k+1) , instead of dπ(k) , which, as discussed in Section 3 and
shown in Section 5 is a crucial difference. Lastly, Policy Distillation does not refine the distilled
policy using Equation (5), another important aspect that affected performance in our experiments.
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Figure 1: Evaluation of ITER on Multiroom. We show the median and 90% confidence intervals
over eight random seeds. Left: all models are trained with IBAC for optimal performance. ITER
significantly improves sample complexity and final performance compared to the previous state of
the art method IBAC. Middle: no IBAC architecture is used. ITER outperforms the PPO baseline,
showing that network rejuvenation is useful for general neural network architectures. Right: We show
an upper bound on the mutual information I(Z; X) in the IBAC architectures from Figure 1a. ITER
achieves eventually a stronger compression, despite higher performance, i.e., higher I(Z; Y ).
We evaluate ITER on the fully observable Multiroom environment (Chevalier-Boisvert & Willems,
2018) in which an agent moves through a sequence of rooms to reach a goal. Actions and states
are discrete, allowing 90° rotation, forward movement, and opening doors. The observation o ∈
R11×11×3 includes the full grid, one pixel per square, with object type and status, like direction,
encoded in the 3 color channels. For each episode, the layout is generated randomly by placing 1-3
rooms in a sequence connected by one door each. Generalization is crucial to successful learning
since the number of states is extremely large and individual states are rarely observed.
In Figure 1a we evaluate ITER for models using IBAC, the previous state of the art method. Vertical
dashed lines indicate when each burn-in phase ends, i.e., when policy k is thrown away, policy
k + 1 moves from burn-in to training and a newly initialized policy k + 2 starts burn-in. After each
such point when the representation is rejuvenated, the new policy learns faster than its predecessor,
indicating that its representation is indeed more general which improves sample complexity. ITERA LT uses dπ(k+1) (s) during the burn-in phase instead of dπ(k) (s). This requires executing the new
policy k + 1 to generate data and prevents the policy k from being updated. Consequently, we can’t
overlap burn-in and training phase but must alternate them, making the training less sample efficient.
Figure 1b shows the same experiment as Figure 1a, but for models not utilizing IBAC. Our method
still significantly outperforms the baseline, here PPO. This confirms that insufficient flexibility
of networks to adapt to a shifting data distribution is a general problem and not only applies to
architectures explicitly using a bottleneck like IBAC. Lastly, Figure 1c shows the mutual information
I(X; Z) as approximated by the KL-divergence in Equation (2). We can see that the ITER network,
after an initial increase in I(X; Z) while learning the policy, achieves stronger compression (lower
I(X; Z)) than the baseline, despite higher performance, i.e. higher I(Z; Y ). Results of ablation
studies investigating the effects of the individual terms in Equation (3) can be found in the appendix.

6

C ONCLUSION

In this work we propose and experimentally support the hypothesis that the latent representations
of neural networks are not flexible enough to optimally track the shifting data distribution during
4
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RL training. This leads to a weaker input compression and thereby, as predicted by the Information
Bottleneck theory, to worse generalization performance, negatively impacting the sample complexity
and final performance. Based on this insight, we propose ITER, a simple to implement method that
repeatedly rejuvenates the network, leading to more effective compression, better generalization and
lower sample complexity. On the Multiroom benchmark, ITER significantly outperforms the previous
state of the art method by a large margin.
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(b) Ablation studies with IBAC architectures

Figure 2: Left: Example layout of the Multiroom environment. The green square represents the goal,
the red triangle the agent. Right: Ablation studies showing that all terms of equation 3 are required
for optimal performance.
We note that the environment used here is slightly different than the one in IBAC (Igl et al., 2019):
instead of initializing the agent always in the room furthest from the goal, we initialize it in a random
room. This simplifies the environment somewhat, resulting in lower variance results. It also allows us
to evaluate ITER on non-IBAC architectures using PPO. An example layout can be seen in Figure 2a.
Pseudocode for ITER and ITER-ALT is given in Algorithm 1 and Algorithm 2 respectively.
In Figure 2b, we show additional ablation studies. ITER-no-RL does not use the RL losses LP G
and LT D during the burn-in phase. Note how this leads to small dips in performance whenever a new
policy takes control. ITER-no-V and ITER-no-Pi do not use the supervised losses LV and Lπ
respectively, significantly reducing performance. Those ablations show that all terms in the loss of
Equation (3) are required for optimal performance.
Algorithm 1 ITER
Require: ITER-Period T
Initialize: k = 0, Policy π0 (a|s) and value function V0 (s)
for T steps do
Collect data D using π0
Train π0 (a|s) and V0 (s) using PPO on D
end for
repeat
Initialize: Policy πk+1 (a|s) and value function Vk+1 (s)
for T steps do
Collect data D using πk
Train πk (a|s) and Vk (s) using PPO on D
Train πk+1 (a|s) and Vk+1 (s) using Equation (3) on D
end for
Set k ← k + 1
until converged
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Algorithm 2 ITER-Alt
Require: ITER-Period T
Initialize: k = 0, Policy π0 (a|s) and value function V0 (s)
for T steps do
Collect data D using π0
Train π0 (a|s) and V0 (s) using PPO on D
end for
repeat
Initialize: Policy πk+1 (a|s) and value function Vk+1 (s)
for T steps do
Collect data D using πk+1
Train πk+1 (a|s) and Vk+1 (s) using Equation (3) on D
// because we collect data from πk+1 , we cannot update πk and Vk anymore
end for
for T steps do
// additional phase to update policy πk+1 independently from the last policy πk
Collect data D using πk+1
Train πk+1 (a|s) and Vk+1 (s) using PPO on D
end for
Set k ← k + 1
until converged
Hyperparameters
PPO
γ (discount factor)
parallel environments
frames per environment per batch
learning rate
λGAE
entropy coefficient
λT D
max gradient norm
 (Adam)
α (Adam)
PPO minibatch size
PPO epochs
IBAC
β
ITER
απ,max
αV,max

0.99
16
128
7e-4
0.95
0.01
0.5
0.5
1e-5
0.99
256
4
1e-6
1
0.5

Table 1: Hyperparameters used for PPO, IBAC and ITER

B

M ODEL AND HYPERPARAMETERS

We used the hyperparameters shown in table 1. Our encoding model consisted of a CNN followed
by one fully connected layer. For the IBAC architecture, this fully connected layer was replaced by
the VIB layer. The CNN had the following architecture where Conv2d(x,y,(kx,ky)) is a 2
dimensional convolutional layer with x input and y output channels and a kernels size (kx, ky) and
MaxPool2d((kx,ky)) is a max pooling layer of specified kernel size:
Conv2d(3,16,(2,2)) - Relu - MaxPool2d((2,2)) - Conv2d(16,32,(2,2)) - Relu
- MaxPool2d((2,2)) - Conv2d(32,64,(2,2)) - Relu
The encoding is passed through a tanh layer before passed through a final fully connected layer,
outputting either the logits for the policy or the value for the value function.
9

