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A BSTRACT
While policy optimisation methods have achieved remarkable success in solving
challenging reinforcement learning problems, engineering a structured reward
function to guide policy optimisation and poor sample efficiency continue to
make policy optimisation difficult. We propose a novel gradient-based method,
Taming Reward(TARE), that learns a parameterised reward such that it can facilitate
policy optimisation on the true objective by using a technique called implicit
differentiation. TARE extends previous reward learning approaches by introducing
a more flexible method that enables gradient computation of the extrinsic rewards
achieved by the updated policy w.r.t. parameterised reward parameters without
needing to differentiating through the policy optimisation process, and can be used
in arbitrary policy gradient methods. Based on the reward learning framework,
we propose a novel reward parameterization architecture based on an LSTM and
multiplicative interaction to fully leverage the power of flexible gradient estimation,
enabling efficient reward learning and policy optimisation. We apply our approach
to recent state-of-the-art policy optimisation methods (on-policy and off-policy
methods), and evaluate them on standard continuous control environments. Our
approach consistently outperforms existing methods in terms of sample efficiency
during training process and yields higher asymptotic performance across a variety
of challenging reinforcement learning tasks.
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I NTRODUCTION

Reinforcement Learning(RL) provides a general framework for solving challenging goaloriented sequential decision-making problems,
the objective that one wants to optimize for
is often described as a discounted sum of rewards (Bertsekas et al., 1995). When it is combined with deep neural network, Deep RL has
recently achieved remarkable results in the frontier of various AI technologies ranging from
playing video and board games (Mnih et al.,
2015; Silver et al., 2017; Berner et al., 2019;
Vinyals et al., 2019), to applications in continuous control (Schulman et al., 2015; 2017) and
robotics (Levine et al., 2016; Gu et al., 2017;
Andrychowicz et al., 2018; 2020).

Figure 1: Architecture of the TARE method. Top: updating policy πθ by optimising expected parameterised
reward rφ by policy gradient on training batch {τi }m
i=1 .
Bottom: updating parameterised reward rφ via optimisby updated
Instead of directly optimising the true objective ing expected extrinsic reward rt achieved
0 n
0 on validation batch {τi }i=1 . Red dashed
policy
π
θ
or extrinsic reward, deep RL algorithms can benefit from optimising a shaped objective resulting lines denote effect of backpropagation.

in stable learning and higher asymptotic performance (Xu et al., 2018; Bellemare et al., 2016; Jaderberg et al., 2016; Zheng et al., 2018). A wide
range of state-of-the-art deep RL algorithms are characterised by different choices of tuning extrinsic
reward (Schulman et al., 2017; Mnih et al., 2016; Van Seijen et al., 2019; Xu et al., 2018; Fedus
et al., 2019; Bellemare et al., 2017). In many scenarios, policy optimisation needs a considerable
1
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amount of effort to tune extrinsic reward. For instance, in continuous control, the reward often
needs to be shaped by tuning the weighting of the entropy bonus during the policy optimisation
process (Schulman et al., 2015; 2017; Haarnoja et al., 2018). The discount factor, which plays the
role of a hyper-parameter, needs to be carefully tuned to obtain a better performance on the true
objective on Atari games and continuous control (Xu et al., 2018; Van Seijen et al., 2019; Paul et al.,
2019; Schulman et al., 2017). It is extremely hard and often not applicable to tune reward feedback
for each task in the real world per requiring extensive manual tuning and domain specific knowledge
for each task. In contrast, human intelligence is capable of learning a well shaped internal reward
function, derived from extrinsic reward encountered during learning process or prior experience on
other tasks (Ryan & Deci, 2000; Singh et al., 2009; Eliasmith et al., 2012), and therefore has much
higher sample efficiency than most state-of-the-art deep RL algorithms.
There has been a lot of effort aimed at mitigating this issue by learning rewards that when added
to the task-specifying extrinsic rewards can improve the performance on the true objective. These
methods are often based on an intuitive understanding of human behaviour or on heuristics on desired
behaviour(See e.g. Schmidhuber, 1991a; Pathak et al., 2017; Andrychowicz et al., 2017; Burda et al.,
2019; Bellemare et al., 2016; Jaderberg et al., 2016). For instance, Bellemare et al. (2016) proposes
to add a state visitation pseudo-count bonus to extrinsic reward to encourage exploration. However,
this type of learned reward is often designed specifically for a particular task, thus is unable to be
applicable for other tasks.
In this work, we aim to learn more general parameterised rewards by adaptively acquiring inductive
bias in a data-driven manner. The key observation is the fact that the interaction between policy
update and parameterised reward is differentiable. The idea of exploiting the interaction is updating
policy to maximise the sum of parameterised rewards and extrinsic rewards via policy gradient, the
resulting policy is a differentiable function of parameterised reward parameters, thus can be used to
update parameterised reward parameters via optimising the extrinsic rewards achieved by the policy.
This gradient-based method allows learning from parameterised reward to achieve higher asymptotic
performance than learning with extrinsic rewards (Singh et al., 2009; Guo et al., 2016; Zheng et al.,
2018; Xu et al., 2018; Zheng et al., 2019). Recent work demonstrates exploiting this interaction to
be promising in a diverse range of reinforcement learning tasks including meta-learning, playing
video game, and continuous control, among others (Xu et al., 2018; Bechtle et al., 2019; Kirsch et al.,
2019; Chebotar et al., 2019). Despite its wide utilisation, they suffer from the difficult of estimating
the gradient of extrinsic reward achieved by updated policy with respect to parameterised reward
parameters, state-of-the-art policy optimisation methods perform multiple updates to the policy in a
single epoch in order to improve sample efficiency (Schulman et al., 2017; 2015; Peng et al., 2019),
which means updating parameterised reward requires backpropagation through the entire policy
optimisation computation graph. As a result, it requires non-trivial computation of higher-order
derivatives which is often intractable to compute explicitly, and also suffers from vanishing gradients.
Prior works in gradient-based reward learning use biased gradient to update parameterised reward,
either due to computing gradient in a truncated computational graph (Xu et al., 2018), or neglecting
the complicated dependencies (Zheng et al., 2019; Du et al., 2019; Zheng et al., 2018). These work
neglect the dependencies of policy parameters on parameterised reward, making them incapable
of leveraging the power of state-of-the-art policy optimisation methods in order to work well in
challenging, continuous control tasks.
To tackle this problem, we resort to implicit differentiation (Griewank & Faure, 2002; Krantz & Parks,
2012), which enables computing the gradient of extrinsic rewards achieved by the updated policy
with respect to parameterised reward parameters without needing to differentiate through the policy
optimisation process. By applying implicit differentiation to parameterised reward learning for policy
gradient, we construct a class of approaches that allow us to use arbitrary reward parameterization in
any policy optimisation methods, the proposed method is named TAming REward(TARE)(shown in
Figure 1). We also develop practical approaches to parameterise reward function in order to fully
leverage the power of the flexible gradient estimation. We apply TARE to recent state-of-the-art policy
optimisation methods including on-policy method Proximal Policy optimisation(PPO) and off-policy
method Advantage Weighted Regression(AWR), and evaluate on an extensive set of standard OpenAI
Gym benchmarks (Brockman et al., 2016) based on Mujoco (Todorov et al., 2012) simulation. Our
experiments demonstrate that TARE can greatly improve state-of-the-art policy optimisation methods
in both asymptotic performance and sample efficiency.
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Figure 4: Top: An illustrative chain environ- Figure 5: Comparison of averaged parameterized rewards
ment. Bottom: The distribution of parameterized and extrinsic rewards on Walker2d-v2 and Ant-v2.
rewards on the chain environment.

We evaluated TARE when combining with on-policy policy optimisation PPO (Schulman et al., 2017)
and off-policy policy optimisation AWR (Peng et al., 2019) on continuous control environments from
the OpenAI Gym benchmark (Brockman et al., 2016) using the MuJoCo physics simulator (Todorov
et al., 2012). We show that by using our more flexible parameterized reward learning method, we
can significantly improve the sample efficiency and asymptotic performance over state-of-the-art
policy optimisation methods without reward learning. We conducted extensive ablation experiments,
demonstrating the importance of our flexible reward learning method and reward parameterization
architecture. All the results we report are averaged over five random seeds. We present implementation
details and experimental settings in supplementary file.
2.1

C OMPARISON OF VARIOUS R EWARD PARAMETERISATION

We start with comparing PPO-TARE with different reward parameterisation architectures. Figure 3
shows the results on Walker2d-v2 and Ant-v2, where The labels LSTM and MLP denotes using two
layers LSTM and two fully connected layers, respectively, b denotes iterating trajectory backwards,
and Mul denotes multiplicative interaction. The full details about the experiments are presented in
supplementary file. We find that all TARE based algorithms, even including MLP, outperform PPO
on both tasks. We expect that we can further boost the performance by leveraging more powerful
neural architectures properly, which we leave it for future work. In general, we find that LSTMbMul
tends to perform the best in most cases, which we will use as our default choice for experiments in
the remaining experiments.
2.2

C OMPARISON WITH R EWARD L EARNING BASELINES

Next we want to check whether our reward learning method will improve the sample efficiency
of policy optimisation methods over existing reward learning approach, e.g. LIRPG (Zheng et al.,
2018) which we directly build upon. In addition, we want to investigate whether increasing model
capacity of policy in policy optimisation methods to be comparable with the combination of policy
optimisation and TARE, is able to improve policy optimisation as much as TARE. The results on
3
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Figure 6: Evaluation of PPO and AWR with TARE across across different Mujoco environments: Humanoid-v2,
Walker2d-v2, Ant-v2, Hopper-v2, HalfCheetah-v2, and Swimmer-v2.

Walker2d-v2 and Ant-v2 are shown in Figure 2, where we find that PPO-TARE outperforms LIRPG
and LIRPG augmented with LSTMbMul by a large margin on both tasks. In addition, we can see that
increasing model capacity of policy network in PPO is beneficial though the improvement is much
smaller compared with PPO-TARE, demonstrating the effectiveness of our reward parameterization
architecture.
2.3

A NALYSE OF L EARNED PARAMETERISED R EWARD

Next we want to check how the parameterized reward is learned to help policy optimisation when it
differs from the extrinsic reward. To this end, we design an illustrative chain environment(shown
in Figure 4), at each episode the agent starts from initial state s5 , and needs to reach goal state s1 0 as
quickly as possible in order to receive a higher reward. Leftmost and rightmost states are absorbing
states. At each non-absorbing state, agent takes action to transit to either left or right nearby state.
The reward for going left is a constant 1.0 while the reward for going right is randomly sampled
from N (0.5, 1.0). The optimal strategy is keep going right but policy optimisation with extrinsic
reward is hard to find the strategy due to reward noises. We plot the histograms of the distributions
of parameterized reward averaged over five random seeds in Figure 4. The result demonstrates that
TARE is able to synthesis meaningful parameterized rewards.
We also visualise parameterized rewards and extrinsic reward on Walker2d-v2 and Hopper-v2, we
do so by periodically saving policy during learning process, and run each saved policy to collect
10 trajectories, finally evaluate learned parameterized reward on these trajectories. The results are
shown in Figure 5, we find that parameterized rewards tend to align well with extrinsic rewards. An
interesting question is whether learned parameterized rewards can generalise to unseen environments,
we leave this for future investigation.
2.4

C OMPARING WITH STATE - OF - THE - ART ON M UJOCO

Finally, we evaluate TARE with recent state-of-the-art policy gradient methods, including on-policy
policy optimisation PPO and off-policy policy optimisation AWR on the challenging high dimensional
continuous control benchmarks from OpenAI Gym. Figure 6 shows that by using our more flexible
parameterized reward learning method, PPO-TARE and AWR-TARE significantly outperform stateof-the-art policy optimisation methods PPO and AWR without reward learning in both sample
efficiency and asymptotic performance across the environments.

3

C ONCLUSION

We propose a novel and flexible method for learning parameterised reward and demonstrate that
policy optimisation under our parameterised reward helps policy learn significantly better on the true
4
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objective. An interesting direction is to investigate the generalisation property of the parameterised
reward that is whether the learned parameterised reward on one task is able to guide policy optimisation on unseen tasks, it’s also worth investigating better inductive bias for designing parameterised
reward.
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A

BACKGROUND

We first introduce the basic background and set up the notation that we use in the rest of the paper
in Section A.1, and then discuss prior works on parameterised rewards that we will compare with
in Section A.2.
A.1

R EINFORCEMENT L EARNING AND P OLICY O PTIMISATION

MDPs. We consider a discrete-time Markov decision process (MDP), defined by (S, A, P, ρ0 , r, γ),
where S ⊆ Rn is a set of n-dimensional states, A ⊆ Rm is a set of m-dimensional actions,
P : S × A × S → [0, 1] is the state transition probability distribution, ρ0 : S → [0, 1] is the
distribution over initial states, r : S × A → R is the reward function, and γ ∈ [0, 1) is the discount
factor. We denote aP
stochastic policy as π : S × A → [0, 1], which aims to optimise the expected
∞
return η(π) = Eτ [ t=0 γ t r(st , at )], where τ = (s0 , a0 , ...) is the trajectory
following s0 ∼ ρ0,
P∞
l
at ∼ π(at |st ), st+1 ∼ P(st+1 |st , at ). We use Vπ (st ) = Eat ,st+1 ,at+1 ,...
l=0 γr(st+l , at+l )
P∞ l
to define the value function, and Qπ (st , at ) = Est+1 ,at+1 ,...
l=0 γ r(st+l , at+l ) to define the
state-action value function.
Policy Gradient. Policy gradient methods estimate the gradient of expected returns with respect to
the policy parameters (Sutton & Barto, 2018). To train a policy πθ parameterised by θ, the Policy
Gradient Theorem (Sutton & Barto, 2018) states that
∇θ η(πθ ) = Es∼ρπ [∇θ log πθ (a|s)Qπθ (s, a)]
a∼πθ

where ρπ (s) =

P∞

t=0

(1)

[γ t Pr(st = s)] denotes the discounted state visitation frequency.

Estimating the policy gradient using Monte Carlo estimation for the Q function suffers from high
variance (Mnih et al., 2016; Wu et al., 2018). To reduce variance, an appropriately chosen baseline
b(st ) can be subtracted from the Q-estimate without introducing bias Greensmith et al. (2004). The
resulting quantity is called advantages Aπθ (s, a) = Qπθ (s, a) − b(s).
Proximal Policy Gradient(PPO). Considering relative policy performance improvement identity
between any policies πθ and πθ0 (Kakade, 2002; Schulman et al., 2015),
"∞
#
X
η(πθ0 ) − η(πθ ) = Es∼ρπθ0
Aπθ (st , at )
(2)
a∼πθ0

t=0

to use off-policy
samples in order to improve
P∞
P∞ sample efficiency, an approximation can be made,
Es∼ρπθ0 [ t=0 Aπθ (st , at )] ≈ Es∼ρπθ [ t=0 Aπθ (st , at )] It turns out this approximation is pretty
a∼πθ0

a∼πθ0

good when πθ0 and πθ are close (Achiam et al., 2017; Schulman et al., 2015). Proximal Policy
Optimisation (PPO) (Schulman et al., 2017; Heess et al., 2017) is a state-of-the-art method for policy
optimisation that uses a proximal KL divergence penalty to regularise the policy gradient update.
Given an existing policy πθ , PPO obtains a new policy πθ0 by maximising the following surrogate
loss function
"∞
#
X πθ0 (at |st )
arg max Jppo (θ0 ) = Es∼ρπθ
Aπ (st , at )
a∼πθ
πθ (at |st ) θ
θ0
t=0
− βEs∼ρπθ [KL [πθ (·|s) || πθ0 (·|s)]]

(3)

where the first term is an approximation of the expected reward(advantage), and the second term
enforces the the updated policy to be close to the previous policy under KL divergence.
Advantage Weighed Regression(AWR). An alternative way to put this KL-divergence constrain is
through Langrangian constrained optimisation problem (Peters & Schaal, 2006; Neumann & Peters,
2009),
"∞
#
X
arg max L = Es∼ρπθ
Aπθ (st , at )
θ0

a∼πθ0

t=0




+ β  − Es∼ρπθ [KL [πθ (·|s) || πθ0 (·|s)]]
where the first term is the expected advantage, and the second term regularises the update policy to be
close to the previous policy. Peters & Schaal (2006); Neumann & Peters (2009); Wang et al. (2018)
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show that solving the optimisation problem is equivalent to maximising a advantage exponentially
weighted surrogate loss, as used in recent off-policy policy optimisation method Advantage Weighted
Regression(AWR) (Peng et al., 2019): given an existing policy πθ , AWR obtains a new policy πθ0 by
maximising the following surrogate loss function,
arg max Jawr (θ0 ) =
θ0



1
Est ,at ∼B log πθ0 (at |st ) exp
Aπθ (st , at )
β

(4)

where st , at ∼ B denotes sampling from replay buffer.
A.2

R EWARD F UNCTION IN R EINFORCEMENT L EARNING

Deep RL algorithms can benefit from optimising a shaped objective, various state-of-the-art method
can be seen as different ways of transforming the original reward (See e.g. Xu et al., 2018; Mnih et al.,
2016; Schulman et al., 2017; Fedus et al., 2019; Bellemare et al., 2016; Jaderberg et al., 2016). For
instance, learning auxiliary reward along with original reward so as to facilitate policy learning on
original task (Jaderberg et al., 2016). Recent work proposes to learn parameterised reward or discount
factor via policy gradient Zheng et al. (2018); Xu et al. (2018); Zheng et al. (2019), considering
policy gradient in equation (1) but using a parameterised reward rφ (s, a), the policy gradient update
rule is given by
θ0 = θ + αEs∼ρπ a∼πθ [∇θ log πθ (a|s)Qπθ ,φ (s, a)]

(5)

where Qπθ ,φ (s, a) denotes the state-action value function under parameterised reward. Applying chain rule, the gradient of expected extrinsic reward w.r.t rφ can be written as
Es∼ρπ [∇0θ log πθ (a|s)Qπθ ,φ (s, a)∇φ θ0 ], note that ∇φ θ0 can be decomposed as:
a∼πθ

∇φ θ0 = ∇φ θ + α∇φ Es∼ρπ [∇θ log πθ (a|s)Qπθ ,φ (s, a)]
a∼πθ

(6)

In (Zheng et al., 2018; Du et al., 2019), they assume last step policy parameters θ is independent from
φ in order to simplify equation (6) as the following equation:
∇φ θ0 = αEs∼ρπ [∇θ log πθ (a|s)∇φ Qπθ ,φ (s, a)]
a∼πθ

(7)

however, state-of-the-art of policy optimisation algorithms performs multiple gradient updates per
epoch to improve sample efficiency (See e.g. Schulman et al., 2017; 2015; Peng et al., 2019), thus
last step parameters θ is a function of φ. Prior work (Zheng et al., 2018; Xu et al., 2018; Du et al.,
2019) neglect the relationship of policy parameters on parameterised reward, making them incapable
of leveraging the power of state-of-the-art policy optimisation methods. In next section, we will
introduce a flexible and general gradient-based method that enables powerful reward learning in
arbitrary policy gradient methods.

B

M ETHOD

In this section, we present our TARE for policy gradient methods. We start by introducing implicit
differentiation in Section B.1, then develop in Section B.2 a variant that yields flexible reward learning
for policy gradient and apply TARE to proximal policy optimisation (PPO) and advantage weighted
regression(AWR). We provide approaches to parameterize reward function and discuss practical
implementations remarks in Section B.3. The overview of our model is shown in Figure 1.
B.1

I MPLICIT D IFFERENTIATION FOR P OLICY G RADIENT

Considering the expected sum of reward under the parameterised reward given by
"∞
#
X
t
η(πθ , rφ ) = Eτ
γ rφ (s, a, ·)
t=0

12
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where rφ (s, a, ·) denotes parameterised reward that conditions on state, action, and other information.
For the sake of notational simplicity, we will use rφ (s, a). Let θ0 denote weights of policy network
such that it minimises η(πθ , rφ ),
θ0 (φ) = arg max η(πθ , rφ )
(9)
θ
∂θ 0 (φ)
∂φ

We are interested in computing the Jacobian
in policy gradient, however, state-of-the-art policy
optimisation methods perform multiple updates to the policy in a single epoch to improve sample
efficiency (Schulman et al., 2015; 2017; Peng et al., 2019), which means it is non-trivial and often
0
intractable to explicitly compute ∂θ∂φ(φ) per backpropagation through the entire policy optimisation
process. We resort to use implicit differentiation (Griewank & Faure, 2002) to estimate it without
needing backpropagation through the entire computational graph,
∂η(πθ ,rφ )
Theorem 1. Let
: U × V → V be a continuously differentiable function, suppose for some
∂θ
∂η(πθ ,rφ
)
point (θ̄, φ̄),
|
θ̄,φ̄ = 0, then there exists an open set Z ⊆ U containing φ̄ and there exists a
∂θ
∂η(πθ ,rφ )
continuous differentiable function θ0 (φ) : Z → V s.t. θ0 (φ̄) = θ̄ and
|θ0 (φ),φ = 0, ∀φ ∈ Z.
∂θ
Assuming the existence of inverse Jacobian of η(πθ , rφ ), the following equation holds,
 2
−1
∂θ0 (φ)
∂ 2 η(πθ , rφ )
∂ η(πθ , rφ )
(10)
=−
×
∂φ φ̄
∂θ∂θT
∂θ∂φT
θ 0 (φ̄),φ̄
Proof. See supplementary file for a detailed proof, which instantiates the results from (Griewank
& Faure, 2002) into our policy gradient setting. To help understand the intuition, consider a one
dimensional function F (θ, φ) = θ2 + φ2 − 1 : R2 → R, suppose F (θ∗, φ∗) = 0 for some point
∂F
∂F
(θ∗, φ∗), and ∂F
∂φ |θ∗,φ∗ 6= 0, then surrounding (θ∗, φ∗), we have dF = 0 = ∂θ dθ + ∂φ dφ, which
dθ
∂F
0
implies dφ
= − ∂F
∂φ / ∂θ . This allows us to convert between Jacobian of optimised weights θ w.r.t φ
and a function of training loss and unoptimised weights w.
B.2

G RADIENT- BASED R EWARD L EARNING

Having presented our Theorem 1 for computing the Jacobian via implicit differentiation, we are now
ready to present how to learn parameterised reward in arbitrary policy optimisation methods. The
key idea is to learn rφ via cross validation θ0 on a ’hold-out’ batch of data. Denote training batch
0 n
and validation batch of episodes as {τi }m
i=1 and {τi }i=1 , respectively. A simple way to do so is by
running policy πθ to collect episodes and randomly split them into training episodes and validation
episodes. Replacing advantage function in equation (3) with parameterised advantage, we have the
following objectives for PPO under parameterised reward rφ :
arg max Jppo_para (θ0 , φ; {τi }m
i=1 )
θ0
"∞
#
X πθ0 (at |st )
= Es∼ρπθ
Aπ ,φ (·)
a∼πθ
πθ (at |st ) θ
t=0
− βEs∼ρπθ [KL [πθ (·|s) || πθ0 (·|s)]]

(11)
0

where Aπθ ,φ (·) denotes advantage computed under parameterised reward rφ (·), Jppo_para (θ , φ; {τ })
denotes PPO objective evaluated training batch {τi }m
i=1 . Similarly, we have the objective for AWR
under parameterised reward rφ ,
arg max Jawr_para (θ0 , φ; {τi }m
i=1 ) =
θ0



1
Es∼ρ(s) log πθ0 (a|s) exp
Aπθ ,φ (·)
(12)
β
a∼πθ0
Policy gradient methods perform multiple steps of parametric policy gradient given in equation (12)
0
or equation (11) to update policy using {τi }m
i=1 , the resulting policy parameters θ (φ) is a differential
function of φ, thus we can optimise parameterised reward to maximise expected extrinsic reward of
πθ0 on ’hold-out’ data {τi0 }ni=1 ,
∂
φ0 = φ + β J(θ0 ; {τi0 }ni=1 )
(13)
∂φ
13
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where J(θ0 ; {τi0 }ni=1 ) denotes one of the expected extrinsic reward defined in equation (3) or equa∂
J(θ0 ; {τi0 }ni=1 ) explicitly requires backtion (4) evaluated on validation batch {τ 0 }. Expanding ∂φ
propagation through the entire policy optimisation computational graph which is intractable, instead
∂
we apply our Theorem 1 to derive a tractable analytical expression of ∂φ
J(θ0 ; {τi0 }ni=1 ),
Proposition 1. The gradient of the extrinsic reward achieved by the updated policy on {τi0 }ni=1 w.r.t
∂
J(θ0 ; {τi0 }ni=1 ) in equation (13) can be derived as an analytical expression
parameterised reward ∂φ
given by:
∂
J(θ0 ; {τi0 }ni=1 )
∂φ
−1
 2
∂J(θ0 ; {τi0 }ni=1 )
∂ J(θ0 , φ; {τi0 }ni=1 )
×
∂θ0
∂θ0 ∂θ0 T
∂ 2 J(θ0 , φ; {τi }m
i=1 )
×
∂θ0 ∂φT

=−

(14)

where J(θ0 , φ; {τi0 }ni=1 ) is defined by either equation (11) or equation (12), depending on policy
gradient choice.
Proof. See supplementary file.
h 2 0
i−1
∂ J(θ ,φ;{τi0 }n
i=1 )
The inverse Hessian
in equation (14) is hard to compute explicitly for deep
T
0
0
∂θ ∂θ
neural network, however, the inverse Hessian and vector product can be efficiently computed via
conjugate gradient and automatic differentiation framework:
arg min X
X

∂ 2 J(θ0 , φ; {τi0 }ni=1 ) ∂J(θ0 , φ; {τi0 }ni=1 )
−
∂θ0
∂θ0 ∂θ0 T

We leave the implementation details about efficient gradient computation of equation (14) in supplementary file. During training, to further improve sample efficiency, we swap training and validation
0 n
batches {τi }m
i=1 and {τi }i=1 and repeat the optimisation steps.
B.3

R EWARD PARAMETERISATION

We need to develop practical approaches to parameterize reward functions rφ (·) in order to fully
leverage the power of flexible gradient computation in Proposition 1. In practice, we assume a flexible
parametric form rφ (·) with parameter φ, e.g. a MLP or an LSTM (Hochreiter & Schmidhuber, 1997)
that takes input as state, action, and other quantities, and hope to optimise φ efficiently to guide policy
optimisation.
Here we introduce two key design choices for optimising φ and discuss some practical considerations.
Since TARE is a general framework, there is a great amount of flexibility to learn expressive
parameterised rewards. A naive choice and mostly resembles extrinsic reward function is to use a
MLP that conditions on state and action: rφ t = rφ (st , at ). It’s natural to expect that more expressive
alternatives will facilitate policy optimisation better. We implement reward function rφ using an
m
LSTM (Hochreiter & Schmidhuber, 1997) that iterates over each trajectory in τ 0 i=1 , and at every
time step, takes input as state st , action at , extrinsic reward rt , and time-step t. Empirically we found
that running LSTM backwards in time over the trajectory is superior than iterating in time order.
Intuitively, iterating trajectory backwards is helpful for assigning credit to an action at taken at st
based on extrinsic rewards encountered during at subsequent time-steps. The standard approach
for feeding information into rφ is by concatenation of inputs as rφ (st , at , t, rt ) = f ([st , at , t, rt ])
where [st , at , t, rt ] denotes concatenation and f denotes the neural networks used in rφ . However,
concatenation means the there is only additive or weak non-additive interaction between st , at , rt
and t depends on how many hidden layers are used to encode the inputs. Intuitively, we would like
to prevent the neural networks from ignoring time-step information and extrinsic reward feedback
to deal with potential non-stationarity in learning parameterised reward. To this end, inspired by
multiplicative interactions, one of most widely used technique for modelling interaction in high order
neural network (Hinton et al., 1986; Hinton, 1981; Taylor & Hinton, 2009), and is also widely used
14
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Figure 7: Neural network architecture of the parameterised reward. Element-wise multiplication is shown in
red, fully connected layer is shown in green. [st , at ] denote concatenation of state and action along the data
dimension. And similarly for [rt , t].

Algorithm 1 Taming Reward for Policy Gradient
Require: Randomly initialise policy parameters θ and parameterised reward parameters φ.
1: repeat
0 n
2:
Sample training episodes {τi }m
i=1 for updating θ and validation episodes {τi }i=1 for updating
φ
3:
// Updating policy on training batch
4:
for number of policy update do
5:
Update θ using equation (11) or equation (12)
6:
end for
7:
// Updating parameterised reward on validation batch
8:
for all number of reward update do
9:
Update φ using equation (13) and equation (14)
10:
end for
11: until Max epochs reached

in computer vision (De Vries et al., 2017; Van den Oord et al., 2016; Perez et al., 2018) as well as
model-based RL (Leibfried et al., 2016), at each hidden fully connected layer of rφ we propose to
element-wisely multiply the embedding of states and action by the embedding of time-step t and
extrinsic reward rt . This parameterization can leverage the flexibility of our gradient estimation
and boost performance for policy optimisation. Combining our two design choices, the model of
parameterised reward is shown in Figure 7.
Putting everything together, we summarise the full method in Algorithm 1.

C

R ELATED W ORK

Here we summarise related work on learning reward such that it can facilitate policy learning on the
true objective.
C.1

H AND - CRAFTED R EWARD L EARNING

The objective in reinforcement learning is often defined a discounted sum of rewards, e.g. maximising
the total score in a game. The reward function plays an important role for guiding policy optimisation.
In robotics, engineer a proper reward function to guide policy optimisation is the key to success (Ng
et al., 1999; Popov et al., 2017; Randløv & Alstrøm, 1998; Andrychowicz et al., 2017), as well as for
playing games (Berner et al., 2019) and emergent intelligence (Baker et al., 2019). It is hard and often
not applicable to engineer reward function for each task in real world per domain-specific knowledge
is required. There has been a lot of effort in learning rewards that when added to task-specifying
extrinsic rewards can facilitate reinforcement learning agent learning such that RL agent performs
better under the true objective. These methods are typically based on an intuitive understanding of
human behaviour or on heuristics on desired behaviour. Examples include curiosity (Schmidhuber,
1991a;b), human preference feedback (Christiano et al., 2017; Reddy et al., 2019), self-supervised
prediction errors (Dilokthanakul et al., 2019; Burda et al., 2018; Pathak et al., 2017), state visitation
count bonus (Bellemare et al., 2016; Tang et al., 2017; Sutton, 1990; Ostrovski et al., 2017), and
unsupervised auxiliary tasks (Jaderberg et al., 2016; Lin et al., 2019). Although these methods don’t
need domain experts to manually encode task-specific knowledge into reward function, they are
15
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restricted to particular application areas. For instance, encouraging exploration via self-supervised
prediction error is helpful for playing Atari games that needs exploration but not helpful for robotics
where the difficult is high dimensional continuous control (Pathak et al., 2017).
C.2

DATA - DRIVEN R EWARD L EARNING

Various work have been proposed to learn reward in a more general way. Distributional reinforcement
learning that models return as a distribution instead of a single scalar value is proposed by (Bellemare
et al., 2017) and is shown to be effective for Atari games (Dabney et al., 2018) and simulated robotics
control (Barth-Maron et al., 2018). Learning reward to facilitate RL agent to perform better on true
objective dates back to optimal reward framework (Singh et al., 2009). Recent work revisit it in
games by adapting Monte-Carlo Tree Search method (Sorg et al., 2010; Guo et al., 2016). Prior
work also look at learning objective function via evolution or meta learning (Schmidhuber, 1987)
such that the resulting policy can generalise to unseen environments (Houthooft et al., 2018; Kirsch
et al., 2019; Chebotar et al., 2019; Fakoor et al., 2019; Finn et al., 2017), these works focus on
adapting to unseen tasks, whereas our work focuses on learning parameterized reward to facilitate
policy optimisation within a single task. Our work is closely related to (Xu et al., 2018) where
discount and bootstrapping parameters are learned via online cross validation (Sutton, 1992) to
optimise task-specifying objective. Xu et al. (2018) truncates gradient in order to simplify explicit
gradient computation, whereas our work propose implicit gradient computation for arbitrary policy
gradient methods. It is straightforward to apply TARE to improve Xu et al. (2018). A group of
related approaches propose to learn parameterized reward via gradient-based methods (Zheng et al.,
2019; 2018; Du et al., 2019), these work neglect the dependencies of policy parameters on reward
parameters in computational graph, thus are unable to leverage the power of state-of-the-art policy
optimisation methods, whereas our method enables efficient gradient computation regardless of policy
optimisation process and can be used in arbitrary policy gradient methods. Our work also proposes
a novel neural network architecture to parameterise reward based on an LSTM and multiplicative
interaction in order to boost the performance. Automatically adapting ’hyperparameters’ of gradient
was widely investigated, examples include gradient based methods (Schraudolph, 1999; Sutton,
1992; Metz et al., 2019) and evolution based methods (Jaderberg et al., 2017; 2019) among others.
There Prior work similar to Schraudolph (1999). Implicit differentiation has been widely used in
various domains, including nested optimisation problems (Ochs et al., 2015; Wang et al., 2020),
differentiating through long RNNs (Liao et al., 2018), meta-learning (Rajeswaran et al., 2019), and
hyperparameters optimisation (Lorraine et al., 2019; Christianson, 1998; Luketina et al., 2016). To
the best of our knowledge, TARE is the first reward learning approach that can significantly improve
state-of-the-art policy gradient methods in continuous control tasks.

D

P ROOF OF T HEOREM 1
∂η(π ,r )

θ φ
Theorem. Let
: U × V → V be a continuously differentiable function, suppose for some
∂θφ )
∂η(πθ ,r
point (θ̄, φ̄),
|
θ̄,φ̄ = 0, then there exists an open set Z ⊆ U containing φ̄ and there exists a
∂θ
∂η(πθ ,rφ )
continuous differentiable function θ0 (φ) : Z → V s.t. θ0 (φ̄) = θ̄ and
|θ0 (φ),φ = 0, ∀φ ∈ Z.
∂θ
Assuming the existence of inverse Jacobian of η(πθ , rφ ), the following equation holds,
 2
−1
∂θ0 (φ)
∂ η(πθ , rφ )
∂ 2 η(πθ , rφ )
=−
×
(15)
T
∂φ φ̄
∂θ∂θ
∂θ∂φT
θ 0 (φ̄),φ̄

Proof. Since (θ0 (φ), φ), ∀φ ∈ Z, we have
∂η(πθ , rφ )
∂θ

=0

(16)

θ 0 (φ),φ

Taking derivative of Equation (16) with respect to φ, we get
!
∂η(πθ , rφ )
∂
=0
∂φ
∂θ
θ 0 (φ),φ
16
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Apply chain rule on the LHS of equation (17) and rearrange terms, we have
∂ 2 η(πθ , rφ ) ∂θ(φ)
×
∂θ∂θT
∂φ
Assuming

∂ 2 η(πθ ,rφ )
∂θ∂θ T

=−
θ 0 (φ),φ

is invertible and left multiplying by
∂θ0 (φ)
∂φ

∂ 2 η(πθ , rφ )
=−
∂θ∂θT


φ̄

∂ 2 η(πθ , rφ )
∂θ∂φT
h

−1
×

∂ 2 η(πθ ,rφ )
∂θ∂θ T

,

i−1

∂ 2 η(πθ , rφ )
∂θ∂φT

(18)

θ 0 (φ),φ

, we have

θ 0 (φ̄),φ̄

this completes the proof.

E

P ROOF OF P ROPOSITION 1

Theorem. The gradient of the extrinsic reward achieved by the updated policy on {τi0 }ni=1 w.r.t
∂
parameterised reward ∂φ
J(θ0 ; {τi0 }ni=1 ) in equation (13) can be derived as an analytical expression
given by:
∂
J(θ0 ; {τi0 }ni=1 ) =
∂φ
−

 2
−1
∂ J(θ0 , φ; {τi0 }ni=1 )
∂J(θ0 ; {τi0 }ni=1 )
×
∂θ0
∂θ0 ∂θ0 T
∂ 2 J(θ0 , φ; {τi }m
i=1 )
×
0
T
∂θ ∂φ

(19)

where J(θ0 , φ; {τi0 }ni=1 ) is defined by either equation (11) or equation (12), depending on policy
gradient algorithm choice.
Proof. We start from applying chain rule to LHS of Equation (19),
∂
J(θ0 ; {τi0 }ni=1 ) =
∂φ


∂J(θ0 ; {τi0 }ni=1 ) ∂J(θ0 ; {τi0 }ni=1 ) ∂θ0 (φ)
+
×
∂φ
∂θ0 (φ)
∂φ

(20)
θ 0 (φ),φ

Since we use extrinsic reward on validation batch {τi0 }ni=1 , validation loss J(θ0 ; {τi0 }ni=1 ) is indepen0
∂J(θ 0 ;{τi0 }n
i=1 )
dent of φ, we have
= 0. Substituting ∂θ∂φ(φ) with equation (15) from Theorem 1, we
∂φ
have
∂
J(θ0 ; {τi0 }ni=1 ) =
∂φ
−

 2
−1
∂J(θ0 ; {τi0 }ni=1 )
∂ J(θ0 , φ; {τi0 }ni=1 )
×
∂θ0
∂θ0 ∂θ0 T
∂ 2 J(θ0 , φ; {τi }m
i=1 )
×
∂θ0 ∂φT

this completes the proof.

F

E XPERIMENT DETAILS

In this section, we describe experimental details about neural network architectures, training process,
baselines, and hyperparameters.
For all experiments of PPO and PPO-TARE on OpenAI Gym (Brockman et al., 2016), we use
64 × 64 neural network with Tanh activation function for policy network and value network. For
17
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all experiments of AWR and AWR-TARE on OpenAI Gym, we use 64 × 64 neural network with
ReLU activation function for policy network and value network. Other hyperparameters followed
the open source implementations from the original paper (Peng et al., 2019). For experiments on
MiniGrid (Chevalier-Boisvert et al., 2018), our code is based on the official PPO code base https:
//github.com/lcswillems/rl-starter-files. The hyperparameters are taken from
the code base, we also use a shared convolution module between policy, critic, and parameterised
reward to encode image observation. To ensure reproducibility and rigorous evaluation (Henderson
et al., 2018), we fine-tuned our baselines PPO and AWR, the learning curves shown in Figure 6
demonstrate that our baselines match and often outperform their original published results and
existing open-source implementations, and the experimental results on Mujoco and MiniGrid is
averaged over five random seeds.
In order to make fair comparisons between TARE and baselines methods, we keep the hyperparameters of learning policy and value function in PPO-TARE and AWR-TARE the same as the
hyperparameters used in its corresponding baselines, and we only tune hyperparameters related to
learning parameterised reward. We use Adam (Kingma & Ba, 2015) optimiser with learning rate 3e-4
for learning policy and value function in PPO, we use SGD with momentum for learning policy and
value function in AWR. We use fully connected layers and an LSTM (Hochreiter & Schmidhuber,
Parameters

Value

Hidden size of actor network
Hidden size of critic network
Actor number of hidden layers
Critic number of hidden layers
Number of conjugate gradient steps
LSTM hidden size
Clip bound b
Gradient clip
parameterised reward
optimiser
parameterised reward
learning rate
Time-steps sampled
each iteration(TARE)
Mini-batch size

64
64
2
2
10
32
20
0.5
Adam
1e-3
1e-3
64

Table 1: Detailed hyperparameters for training parameterised reward used in experiments.

1997) to implement parameterised reward in Figure 7. The LSTM runs in a reversed order in time
over the state, action, and reward tuples that were collected during the trajectory τ . At each step t in
a trajectory, the LSTM receives as input the state st , action at , reward rt , and time-step information
t. The state and action are first concatenated and fed into two fully connected layers, reward and
time-step are also concatenated before feeding into another two fully connected layers. We use
multiplicative interaction between two embedding to prevent neural networks from ignoring extrinsic
reward and step information. Fully connected layers in parameterised reward use ReLU activation
and orthogonal initialisation, we also use layer normalisation for reward parameterization. In order
to stabilise training, we normalise the extrinsic reward rt before feeding into parameterised reward
function, we also enforce the outputs of the LSTM at each time step to be bounded in [−b, b] by
using a scaled Tanh activation. To improve sample efficiency, we swap training trajectories {τi }m
i=1
and validation trajectories {τi0 }ni=1 during training process. For fair comparison, we rollout the same
number of trajectories from environment for both TARE based methods and baselines. {τi }m
i=1 and
{τi0 }ni=1 are obtained by randomly splitting collected trajectories.
An important implementation note is that in order to efficiently use auto-differentiation framework,
we can apply ’stop_gradient’ operation which is commonly available in automatic differentiation
frameworks to parameterised reward parameters when training policy under parameterised reward in
order to reduce memory usage and accelerate computing without changing underlying method, and
after policy optimisation process is complete, we re-compute J(θ0 , φ; {τi0 }ni=1 ) and J(θ0 , φ; {τi }m
i=1 )
by using ’non stop_gradient’ parameterised reward.
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PPO uses GAE (Schulman et al., 2016) to estimate advantage in order to reduce variance, the parametric advantage in PPO-TARE is obtained by subtracting value function from sum of parameterised
reward for simplicity. Off-policy algorithm AWR uses TD(λ) to estimate advantage, we do the same
for parametric advantage in AWR-TARE.
Various architectures used for reward parameterization
LSTMf. The extrinsic reward rt , time step t, state s, and action a is concatenated together and then
fed into a two-layer LSTM network. This LSTM iterates trajectory from first time-step to the end of
the trajectory.
LSTMb. Similarly to LSTMf, the input of LSTM is a concatenation of state, action, time step, and
extrinsic reward, except LSTM iterates trajectory in reversed order.
LSTMbMul. This is the architecture suggested in Section B.3 and is our default choice for experiments
on continuous control tasks.
MLPConcat. The extrinsic reward rt , time-step t and state s is concatenated to action a, and fed
into a two-layer fully connected network.
MLPMul. Similarly to LSTMbMul and uses two-layer fully connected network instead of LSTM.
Experimental details about comparison with reward learning baseline
We evaluate PPO with an LSTM augmented policy, we also evaluate PPO with an LSTM and multiplicative interaction augmented policy, using the same architecture used in LSTMbMul. Similarly,
we also augmented LIRPG with our proposed reward parameterization architecture in LSTMbMul.
To ensure fair comparison, for LIRPG, policy optimisation use only parameterised reward instead of
using a mixture of parameterised reward and extrinsic reward.
Details about experiments on chain environment In the chain environment, at each episode the
agent starts from initial state s5 , and needs to reach goal state s1 0 as quickly as possible in order to
receive a higher reward. The reward of reaching goal state s1 0 is given by 10 − 0.01 ∗ n where n
is the number of steps used before reaching goal state. Leftmost and rightmost states are absorbing
states. At each non-absorbing state, agent takes action to transit to either left or right nearby state.
The reward for going left is a constant 1.0 while the reward for going right is randomly sampled from
N (0.5, 1.0). The optimal strategy is keep going right but policy optimisation with extrinsic reward is
hard to find the strategy due to reward noises. We implement TARE using the same architecture used
in Mujoco continuous control experiments, except we reduce the hidden size of each layer to 32.
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