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I NTRODUCTION

Current reinforcement learning (RL) algorithms have achieved impressive results across a broad
range of games and continuous control platforms. While effective, such algorithms all too often
require billions of environment interactions to learn, requiring access to large compute as well as
simulators or large amounts of demonstrations. This stands in stark contrast to the efficiency of
biological learning systems (Lake et al., 2017), as well as the need for data-efficiency in real world
systems, e.g. in robotics where environment interactions can be expensive and risky.
In recent years, data efficient RL has thus become a key area of research. Research in the area is
multi-faceted and encompasses multiple overlapping directions. Recent developments in off-policy
and model-based RL have dramatically improved stability and data-efficiency of RL algorithms which
learn tabula rasa (e.g. Abdolmaleki et al., 2018a; Haarnoja et al., 2018). A rapidly growing body of
literature, under broad headings such as transfer learning, meta learning, or hierarchical RL, aims to
speed up learning by reusing knowledge acquired in previous instances of similar learning problems.
Transfer learning typically follows a two step procedure: a system is first pre-trained on one or
multiple training tasks, then a second step adapts the system on a downstream task. While transfer
learning approaches allow significant flexibility in system design, the two-step process is often
criticised for being sub-optimal. In contrast, meta-learning incorporates adaptation into the learning
process itself. In gradient-based approaches, systems are explicitly trained such that they perform well
on a downstream task after a few steps of gradient descent (Finn et al., 2017). Alternatively, encoderbased approaches learn a mapping from data collected in downstream tasks to a task representation
which is decoded to a policy and value function (e.g Duan et al., 2016; Wang et al., 2016; Rakelly
et al., 2019; Zintgraf et al., 2019; Ortega et al., 2019; Humplik et al., 2019).
Because meta-learning approaches optimize the adaptation process directly, they are expected to
adapt faster to downstream tasks than transfer learning approaches. But performing this optimization
can be algorithmically or computationally challenging, making it difficult to scale to more complex
and broader task distributions, especially since many approaches simultaneously solve not just the
meta-learning but also a challenging multi-task learning problem.
Given the limitations of meta-learning, a number of recent works have raised the question of
whether transfer learning methods, potentially combined with data-efficient off-policy algorithms, are
sufficient to achieve effective generalization as well as rapid adaptation to new tasks. For example,
in the context of supervised meta learning, Raghu et al. (2019) showed that learning good features
and finetuning during adaptation led to results competitive with MAML, while Fakoor et al. (2020)
showed that direct application of TD3 (Fujimoto et al., 2018) to maximise a multi-task objective along
with a recurrent context and smart reuse of training data using propensity scores during adaptation
was sufficient to match performance of SOTA meta-learning methods on current benchmarks.
In this paper, we take a similar approach, and we try to understand to what extent we can achieve
fast adaptation with a conceptually simple transfer framework which maintains the generality of a
gradient-based adaptation. A default behaviour prior along with a representation for action value
functions shared across tasks are first learnt on training tasks using a KL-regularised multi-task
objective (Teh et al., 2017; Galashov et al., 2019). Given a downstream test task, the behaviour
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prior constrains the solution and aids exploration, and the shared value representation facilitates fast
learning of Q-function. We also eliminate a policy improvement step by using importance sampling
to sample from a non-parametric policy derived from the learned Q-function. We show that across
continuous control environments ranging from standard meta-RL benchmarks to more challenging
environments with higher dimensional action spaces and sparse rewards, our method can match or
outperform recent meta-learning approaches, echoing recent observations in Fakoor et al. (2020).

2

M ETHOD

The starting point for our method is DISTRAL (Teh et al., 2017) which trains policies {πi }ni=1 on
a set of n training tasks. We assume that tasks share the same state and action spaces, but have
individual reward ri (s, a) functions. The learning objective is the average discounted returns plus a
KL-regularization towards a default behaviour policy π0 :
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As in Galashov et al. (2019), we use an actor-critic method which learns (i) task-specific soft actionvalue functions Qi (s, a; Φi ) either via Retrace updates (Munos et al., 2016) (ii) expert policies πi (a |
s; θi ) via SVG (Heess et al., 2015), so as to maximize their respective (soft) action-value function,
and (iii) the default policy π0 (a | s; θ0 ) via distillation of the task policies πi (see Appendix A).
We now ask the following question: given optimal {Q?i , πi? }ni=1 and π0? learnt during the training
phase, how can we quickly learn a solution to a related but held-out task during the adaptation phase?
Our proposed solution makes use of three inter-related ideas for rapid learning of the held-out task:
behaviour transfer, importance weighted policy adaptation, and value transfer.
Behaviour Transfer. Our starting point is the observation that the default policy often learns
generic behaviours that are useful across training tasks (Teh et al., 2017; Galashov et al., 2019) thus
can aid in effective exploration and faster adaptation. Given a value function Q̃, the result of a soft
policy improvement step is π̃(a | s) ∝ π0? (a | s) exp( Q̃(s,a)
), where τ is a temperature. We can
τ
sample from this non-parametric policy using importance sampling (IW):
?
{a(k) }K
k=1 ∼iid π0 (a | s)

Q̃(s, a(k) ; Φ̃)
) for k = 1, . . . , K.
(2)
τ
In the limit of K → ∞, this procedure is guaranteed to sample from the non-parametric policy.
We call using this procedure Importance Weighted Policy Adaptation (IWPA). IWPA allows for
adaptation of the policy to the learnt critic Q̃(s, a) without the need to learn a separate policy network.
In the early phases of adaptation the action values do not yet express state-conditional preferences
over actions so the policy amounts to executing the default policy. Due to the DISTRAL objective,
sampling from the prior amounts to sampling from a distribution that generalizes over the solutions to
training tasks. As the critic specializes to the test task, the IW procedure will pick the best solution.
π̃(a = a(k) | s) ∝ exp(

Value Transfer. In order to quickly learn a critic for the held-out task, we leverage a common
strategy for transfer and reuse features which were shared by all the Qi for training tasks. Concretely,
we propose to parameterize the Q-functions as: Qi (s, a; Φi ) = ψ(s, a; φ)T wi , where ψφ : RS ×
RA → Rd is a function mapping states and actions to a feature vector (with parameters φ shared
across tasks), wi ∈ Rd is a task-specific linear decoder mapping features to task-specific Q-values
and Φi = {φ, wi }. During the adaptation phase, we initialize Q̃(s, a) as ψ(s, a; φ? )> w̃, with
w̃ ∼ N (0, Id /d), and adapt w̃ using TD(0) learning. For some of the more challenging sparse
reward tasks, we experiment with parameterizing the linear decoder (at training time) using a nonlinear embedding of a structured goal descriptor gi which is available during training but not during
adaptation, i.e. Qi (s, a, gi ; Φi ) = ψ(s, a; φ)> f (gi ; w), where f (gi ; w) is a learned embedding of
goal gi with parameters w shared across training tasks. At test time, we initialize the critic as
before: ψ(s, a; φ? )> w̃ (see Appendix E). This ”asymmetry” between learning and testing simplifies
the multi-task learning problem without affecting the applicability of the learned representation, in
contrast to meta-learning approaches which require that training and adaptation phase be matched.
2
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3

R ELATED W ORK

Transfer of knowledge from past to future tasks is a well-established problem in machine learning
(Caruana, 1997; Baxter, 2000) and has been addressed from several different angles. Meta learning
approaches try to learn the adaptation mechanism by explicitly optimizing either for minimal regret
during adaptation or for performance after adaptation. Gradient-based approaches, often derived from
MAML, aim at learning initial network weights such that a few gradient steps from this initialization
is sufficient to adapt to new tasks (Finn et al., 2017; 2018; Gupta et al., 2018; Nichol & Schulman,
2018). Memory-based meta learners model the adaptation procedure using recurrent networks (Duan
et al., 2016; Wang et al., 2016; Mishra et al., 2018; Humplik et al., 2019; Rakelly et al., 2019).
Other transfer learning methods (ours included) hard-code rather than learn the adaptation mechanism.
A common approach is to use a neural network which shares some parameters across training tasks.
These shared parameters are transferred to downstream tasks and the rest is fine-tuned. Recent work
(Raghu et al., 2019) suggested that this yields performance comparable to MAML-style training,
and we take the same approach for learning a Q-function. Transfer learning with Successor Features
(Barreto et al., 2017) exploits a similar decomposition of the action-value function, but relies on
Generalized Policy Improvement instead of our more general gradient-based adaptation of the critic.
Furthermore, it makes stronger assumptions regarding the model of reward and value. Another
approach for reusing past experience is hierarchical RL which tries to compress the past to a shared
low-level controller or a set of options which are reused in later tasks (Brunskill & Li, 2014; Heess
et al., 2016; Tirumala et al., 2019; Wulfmeier et al., 2019). Finally, an approach we build upon is
to distill past behavior into a prior policy (Teh et al., 2017; Galashov et al., 2019) from which we
can bootstrap during adaptation. In concurrent work, Fakoor et al. (2020) propose a transfer learning
approach based on fine-tuning a critic acquired via a multi-task objective. To speed-up adaptation,
their method makes heavy use of off-policy data acquired during meta-training, and an adaptive trust
region which regularizes the critic parameters based on task similarity.

4

E XPERIMENTS

Experimental Setup. We consider the standard meta-RL setup where we are given a set of training
tasks T1 , . . . , Tn , and held-out tasks Tn+1 , . . . , Tn+m . Our main evaluation criteria is data-efficiency
during the adaptation phase. We refer to the reuse of the shared features from the training-time critic
as “Shared Q” and to the importance weighted mechanism of policy adaptation (without Shared
Q) as “IW”. The canonical IWPA algorithm is referred to as “Shared Q + IW”. All of our agents
(including baselines) are trained using the same entropy or KL-regularized SVG(0) (Heess et al.,
2015) as in (Galashov et al., 2019). We compare our methods to the following baselines: “From
Scratch” which applies our off-policy learning algorithm to the held-out task without reusing features
or prior; “DISTRAL” which initializes the policy weights to those of the prior and then learns using
the KL-regularized objective in Eq. 1. We further re-implement variants of RL2 (Duan et al., 2016)
and value and PEARL (Rakelly et al., 2019) in our framework using the same off-policy algorithm
we used for our agents. For our implementation of PEARL, denoted PEARL* we use the simple
LSTM to encode the context. Despite this change, our results achieve comparable performance to
those presented in Section 6.3 of Rakelly et al. (2019). For more details, see Appendix C.
Results. We start by presenting test-time adaptation performance on two standard continuous
control tasks used in Rakelly et al. (2019): half-cheetah velocity and Sparse 2D navigation. The
results are presented in Figure 1. While RL2 and PEARL converge faster in absolute terms, IWPA
remains competitive and converges quickly despite not optimizing the adaptation process directly.
We further consider more difficult tasks with sparse rewards: Go To Ring: a quadruped body needs to
navigate to a particular (unknown) position on a ring. Move Box: a sphere-like robot must move a
box to a specific position. Reach: a simulated robotic arm is required to reach a particular (unknown)
goal position. GTT: A humanoid body needs to navigate to a particular (unknown) position on a
rectangle. For more environment details, please refer to Appendix D. For Move Box the global box
position is provided to both policy and value functions and for “Shared-Q”, goal position is provided
to the critic during training via the non-linear goal embedding formulation described in Section 2,
Value Transfer. Providing a task context that allows for generalization helps multi-task training
significantly compared to just providing a non-descriptive task-identifier (see results in Appendix E).
3
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Figure 1: Adaptation performance on standard benchmarks after meta-training. Our method (not
using meta-learning) achieves comparable results to other meta-learning baselines.
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Figure 2: Adaptation performance of different methods on sparse reward tasks after meta-training.
During adaptation such information is not used (cf. section 2); our framework naturally allows for
such asymmetry.
Results on these tasks are depicted on Figure 2. Our proposed method achieves gains in adaptation
time with respect to the baseline DISTRAL. Furthermore, we note that using shared features for the
value function provides a significant gain while IW’s gain is marginal. We note that both RL2 and
PEARL failed to achieve optimal performance on these tasks. This could be for a variety of reasons,
including the sparsity of the rewards and the complexity of learning a single policy that has to operate
over long time horizons. We will investigate this issue further in future work.

5

D ISCUSSION

We have presented a method for fast adaptation to hold-out tasks which does not explicitly meta-learn
the adaptation process and yet can match the adaptation speed of common meta-reinforcement
learning algorithms. Instead of explicit meta-learning, we relied on feature reuse and bootstrapping
from a behavioral prior. The behavior prior can be seen as an informed proposal for a task distribution
that is then specialized to a particular task by a learned action-value function. This scheme can be
easily integrated into different actor-critic algorithms for data efficient off-policy learning at training
and test time. It further does not strictly require to execute test time adaptation as an inner loop
during training thus adding extra flexibility. One caveat is that the agent is currently sensitive to the
quality of the learned behavior prior and shared value features. In future work we will investigate the
question of robustness of the prior and these value features and how to scale it to more complex tasks.
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A

N OTATION

The reinforcement learning problem consists in maximizing cumulative rewards via simple interactions with an unknown environment. An agent in state s, samples an action a from a parametric
policy π(a | s; θ) and executes it in the environment. This yields a transition from state s to s0 , with
probability p(s0 | s, a) and incurs a reward rt := r(st , at ). We consider the goal of maximizing the
discounted return from some initial state distribution p(s0 ), i.e. maximizing J (θ) = Ep(s0 ) V π (s0 ),
with value function V π (s) denoting the expected return obtained by following policy π from state
s. We similarly refer to the action-value function Qπ (s, a), corresponding to the expected return
6
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obtained by executing action a in state s, and following policy π thereafter:


X
V π (s) = Eπ(τ ) 
γ t r(st , at )| s0 = s
t≥0



X
Qπ (s) = Eπ(τ ) 
γ t r(st , at )| s0 = s, a0 = a
t≥0

where we define τ = (st , at )t≥0 as the state trajectory induced from repeated interactions with the
environment, with distribution:
Y
π(τ ) = p(s0 )π(a0 |s0 )
p(st | st−1 , at−1 )π(at | st )
t≥1

We will often drop the dependence on π in the value functions for notational convenience. The
optimal value functions will be superscripted by ?.
In our setting we assume there are n training tasks, indexed by i = 1, . . . , n, and one (or multiple)
downstream held-out task i = n + 1, to which we would like our agent to adapt rapidly. The
tasks share the same state and action spaces, but have differing initial distribution pi (s0 ), transition
distribution pi (s0 | s, a), and reward function ri (s, a). For each task, we learn parametric policies πi
and value functions Vi (s), Qi (s, a) which we learn in an actor critic framework.
To prevent our policies from overfitting to past experience or in order to inject prior knowledge into
the reinforcement learning problem, we may choose to regularize our policy π towards a prior or
default policy π0 (a | s). We use KL-regularization:


X
X
πi (at | st ) 
J =
Eπi 
γ t ri (at , st ) − γ t λ log
(3)
π
0 (at | st )
i
t≥1

and will parameterize and learn the default policy as well (Teh et al., 2017; Galashov et al., 2019).

B

A LGORITHM

See Algorithm 1 for a detailed description of our meta-testing procedure for “Shared-Q + IW”.
For the architecture using Importance Weighting, we use an additional temperature calibration
technique which is similar to one used in Abdolmaleki et al. (2018b). Given non-parametric improved
policy q(a|s): categorical distribution induced by the behaviour prior and exponents of a Q-function,
we keep the KL[q||π0 ] <  by optimizing dual function as in M-step for MPO. The  is a hyperparameter which can be fit for each task and essentially defines the amount of deviation of the new
policy from the prior. Whereas we found that calibration generally improves the performance of
IW-based architecture, we found that it did not change the qualitative difference between IW-based
architecture compared to the baselines.

C

E XPERIMENTAL DETAILS

For each environment, we train ”Shared Q” architecture until convergence on training distribution
using SVG(0) (Heess et al., 2015) algorithm with learned behaviour prior as in Galashov et al. (2019)
which receives less information than the expert policy and acts as an additional regularizer. Then, we
define a validation set for each task consisting of 10 task instances, which we use to select the prior
policy and shared-Q features. After selecting a prior, we tune the adaptation hyper parameters per
architecture on the validation set. The final performance is reported on a test set.
Curves from Figures 1 and 2 plot average episodic return during adaptation, averaged over 30 test
tasks with 3 independent runs each (seeds). For each task and seed, we estimate average episodic
return by averaging over the last 3 episodes. Shading under the curves corresponds to 95% confidence
7
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Algorithm 1 Metatesting: Shared-Q + IW
Input:
π0 (a|s): Behaviour prior
Ψ(s, a): Shared features for the Q-function
M : Number of gradient updates
K: Number of action samples to generate
N : Number of adaptation episodes
E: Number of steps per episode
L: Frequency of local gradient updates
Steps:
Load prior π0 and features Ψ from pretrained models (solution to Eq. 1).
Initialize task specific critic parameters w ∼ N (0, Id /d).
Define action-value function Q(s, a) = Ψ(s, a)T w.
for n = 1 : N do
for i = 1 : E do
From state s, sample A = {a(k) }K
k=1 ∼ π
0 (a | s).
Calculate the set of Q-values {Q s, a(k) }K
k=1 .
(j)

)
Sample action a from A, via a categorical distribution with weights wj = Q(s,a
.
τ
if i mod L = 0 then
Update w (or optionally, the whole critic) using TD(0)
end if
end for
Update w (or optionally, the whole critic) using TD(0) learning with M gradient updates
end for

interval within these evaluations. All the gradient-based baselines (including IWPA) make 1 gradient
update after every 10 steps and 100 gradient updates after each episode with batch size of 128.
Results on Sparse 2D navigation shown in Figure 1 are smoothed using a rolling window of 5. No
smoothing is applied for Half-cheetah velocity. For Figure 2 we use a rolling window of 30.

D

E NVIRONMENT D ETAILS

On Go To Ring, the agent receives a reward of 10 on achieving the target and is given an immobility
penalty of -0.005 for each time step. The episode is terminated either by achieving a target or after
10 seconds (with 20 steps per second). The task distribution is defined by α ∈ [0, 2π] and r ∈ [3, 7]
which are sampled uniformly at each meta episode. At training time, we provide only task id as
task-specific information. Number of training tasks is 100, number of test tasks is 30.
For Reach, we use a simulated Jaco robot which has to achieve a target specified in a cube with size
of 0.4. Once the Jaco is within the radius of 0.05 of the target, it receives a reward of 1. The episode
is terminated after 10 seconds (with 25 steps per second). At training time, we provide only task id as
task-specific information. Number of training tasks is 100, number of test tasks is 30.
For Move Box, the reward of 10 is only given once the box is on the target. The episode is terminated
either after putting the box on a target or after 20 seconds (20 steps per second). The task distribution
is defined by a tuple of box and target positions, which are kept fixed for the entire meta episode.
These positions are sampled uniformly in the room of size 8x8 and on maximum relative distance of
2. At training time, we provide global target position as task information. Number of training tasks is
100, number of test tasks is 30.
For GTT, the agent receives the reward of 1.0 on achieving the target ans id given an immobility
penalty of -0.005 for each time step and a penalty of -1.0 if the agent (humanoid) touches the floor
with the upper body and knees. The episode is terminated either by achieving a target or after 10
seconds (with 20 steps per second). The task distribution is defined by a target position sampled
uniformly on the rectangle of size 8x8. At training time, we provide only task id as task-specific
information. Number of training tasks is 100, number of test tasks is 30.
8
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(a) Cheetah

(b) Sparse 2D Navigation

(c) Go To Ring (Ant)

(d) Move Box

(e) Reach

(f) GTT (Humanoid)

Figure 3: Pictures of tasks.

E

A DDITIONAL R ESULTS

In Section 2 “Value Transfer”, we describe how IWPA can make use of privileged information
during meta-training by mapping features Ψ to task specific Q-values Qi , via an inner product
with task features f (gi ; w). Figure 4 reports meta-training performance of “Shared Q” with either
Qi (s, a; Φi ) = ψ(s, a; φ)T wi (referred as Task id) or Qi (s, a, gi ; Φi ) = ψ(s, a; φ)> f (gi ; w) (referred as Task description), where gi is a structured task descriptor. The latter yields a qualitative
difference on Move Box, where this information represents a global position of a target location. This
confirms that using rich privileged information during meta-training, is important to scale meta and
transfer learning approaches to more challenging domains.
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Go To Ring, Quadruped Move box, Jumping Ball
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Figure 4: Meta-training performance of Shared Q method with different information available at
meta-training.
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