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Abstract—Robots operating in the real world must be able to
efficiently acquire new skills as their environment and responsibilities change, as opposed to repeatedly executing a single task.
Deep reinforcement learning (RL) algorithms can be used to learn
robotic skills via end-to-end training, mapping high-dimensional
sensory data directly to robot actions; however, these algorithms
are often impractically sample inefficient to run in the real world.
Fortunately, their efficiency can be improved through the use of
unsupervised learning to extract latent state representations from
the inputs. Even with this improved efficiency, robots operating
in the ever-changing settings of the real world could not feasibly
learn each task from scratch. To this end, meta-reinforcement
learning algorithms offer a promising approach for leveraging
relevant previous experiences to quickly acquire new skills. Once
trained, new skills can be acquired rapidly; however, the onerous
data requirements of the meta-training procedure have precluded
application to real systems. In this work, we observe that the
same latent space models which vastly improve the efficiency of
end-to-end single-task RL can also be used to enable efficient
meta-learning. By viewing the unknown task information as a
hidden variable to be estimated from experience, we cast metaRL into the framework of latent state estimation. Leveraging this
insight, we present a practical and efficient method for the fast
acquisition of robotic skills directly from raw sensory inputs. We
show that our approach outperforms prior work on simulated
continuous control tasks, and we apply our method to a realworld robotic manipulation task of peg insertion.

I. I NTRODUCTION
For robots to operate in unstructured environments such
as homes and offices, they must rely on their own onboard sensors, such as cameras, to perceive the world. The
problem of learning from raw sensory observations is often
tackled in the context of state estimation: building models
that infer the unknown state variables from sensory readings [55, 3, 58, 52]. In principle, deep reinforcement learning
(RL) algorithms can automate this process; they enable agents
to learn complex tasks directly from raw sensory inputs such as
high-dimensional images, obviating the need for explicit state
estimation. However, this automation comes at a steep cost
in sample efficiency since reward supervision is sparse and
delayed. Fortunately, much information about the environment
can be gleaned from other sources. To this end, generalpurpose latent state models leverage unsupervised learning as
an additional training signal to help solve the representational
learning problem [16, 36, 67], substantially improving the
performance of end-to-end deep RL. However, even the bestperforming algorithms in this class require hours of training
time to learn a single task [22, 67, 36], and lack a mechanism for transferring knowledge to subsequent tasks. Since
general purpose autonomous robots must be able to perform

Fig. 1: Real-world peg insertion: a 7-DoF Sawyer arm
learning directly from raw image observations to perform
multi-task peg insertion in the real world.
a wide variety of tasks and acquire new skills as the situation
demands, applying these algorithms to learn each task from
scratch is prohibitively expensive.
Meta-reinforcement learning (meta-RL) methods hold the
promise of drastically reducing the number of trials required
to learn new skills, by learning to leverage past experience
from other tasks to quickly acquire new ones. To do so,
they learn a data-driven prior from a set of related training
tasks, as well as a mechanism that collects and incorporates
experience to update the posterior policy. Despite impressive
results in simulation demonstrating that agents can learn new
tasks within a handful of trials [10, 13, 49], these algorithms
remain largely unproven on robotic systems. This limitation
is largely due to the impractical sample complexity of metatraining, which can require millions of interactions across a
large set of tasks [10, 59, 44]. Surprisingly, we observe that
the same latent state models that greatly improve the efficiency
of end-to-end RL can also, with minimal modification, be used
for meta-RL by treating the task as a hidden variable to be
estimated from experience. In this paper, we formalize the
connection between latent state inference and meta-RL, and
present an algorithm that leverages this insight to perform fast
skill acquisition from high-dimensional observations.
To cast meta-RL into the framework of latent state inference,
we interpret the problem as a partially observed Markov
Decision Process (MDP) in which task-specific information
is available to the agent only through observed rewards and
dynamics. By viewing task-relevant information as a hidden
element of the state, we can apply latent dynamics models

designed for state inference to also estimate this task-relevant
information. The posterior over the resulting combined state
and task variable is updated at each time step via approximate
inference, given the states, actions, and rewards seen so far
in the current task. During meta-training, we train the agent
across a set of meta-training tasks that share a common
structure. The result of this meta-training is a latent state model
that extracts and propagates state and task information through
the learned latent space, as well as a meta-learned policy
that conditions on this information to act accordingly. The
trained system can then use this learned reasoning mechanism
to acquire new skills from small amounts of experience.
Our primary contribution is the algorithm MELD, Metareinforcement learning with Latent Dynamics models, which
enables fast adaptation of meta-learned robotic policies that
operate on raw sensory observations. We evaluate MELD
on several challenging simulated robotic manipulation and
locomotion tasks and show that our approach substantially
outperforms prior work when learning from raw image observations. We also demonstrate that our method can be used to
efficiently learn multi-task peg insertion, directly from image
observations in the real world (Figure 1).
II. R ELATED W ORK
Our approach can be viewed methodologically as a bridge
between meta-RL methods for task inference and fast skill
learning, and POMDP methods for state estimation. In this
section, we discuss these areas of work, as well as prior work
in RL on real-world robotic platforms.
A. Reinforcement Learning for Robotics
While prior work has obtained good results with geometric and force control approaches for a wide range of
manipulation tasks [4, 45, 25], including peg insertion tasks
such as those in our evaluation [34, 43], such approaches
typically require considerable design effort for each task. RL
offers an automated alternative that integrates both perception
and control into a single learning-based framework. Such
algorithms have been demonstrated on a variety of robotic
tasks [33] including balancing a unicycle robot [8], pushing
boxes [39, 11], playing hockey [6], opening doors [17], valve
turning and block stacking [21, 67], grasping objects [47, 31],
throwing objects [16, 66], hand manipulation [68], and insertion tasks [18, 38, 53, 37, 65]. Although these policies learn
impressive skills, the learned knowledge does not transfer to
other tasks, so they must be re-trained from scratch on new
tasks. Goal-conditioned RL approaches [57, 42, 48] allow the
robot to perform zero-shot adaptation to a new goal; however,
they offer no recourse if zero-shot adaptation fails or the task
cannot be fully expressed as a goal state.
B. Meta-Reinforcement Learning
Meta-reinforcement learning algorithms learn how to acquire new skills quickly by using experience from a large number of meta-training tasks. Current meta-RL methods differ in
how this acquisition procedure is represented, ranging from

methods that directly represent the learned learning process via
a black-box function approximator such as a recurrent [59, 10]
or recursive [44] deep network, to methods that learn initial parameters for gradient-based optimization [13, 51, 26, 40], and
methods that learn new tasks via variational inference [49, 69].
Some of these works have formalized meta-RL as a special
kind of POMDP in which the hidden state is held constant
throughout a task [49, 69, 27]. Taking a broader view, we
show that meta-RL can in fact be tackled with a general
POMDP algorithm that estimates a time-varying hidden state,
allowing the same algorithm to be used for problems with both
stationary and non-stationary sources of uncertainty.
Within this area of research, meta-learning approaches
that enable few-shot adaptation have been studied with real
robotic systems for imitation learning [14, 64, 29, 5] and
goal inference [61], but direct meta-RL in the real world has
received comparatively little attention. Adapting to different
environment parameters has been explored in the context of
sim2real with table-top hockey [2], and in the model-based RL
setting for millirobot locomotion [7]. In this work, we aim to
directly perform efficient model-free meta-training in the real
world.
C. Latent State Inference in Reinforcement Learning
Robots often operate in partially observed environments –
occlusions, limited field of view, and sensor noise break the
Markovian assumption. In this case, recurrent policies can
persist information over longer time horizons [62, 24, 23].
Although this approach is very general, it does not take advantage of the structure of the underlying MDP. Alternatively,
explicit state estimation approaches maintain a probabilistic
belief over the current state of the agent and update it at each
timestep, given experience [30, 46, 50, 9, 32, 55]. Performing
such posterior inference in deep networks is intractable, necessitating approximate techniques [28]. In contrast to these
prior approaches, we design a meta-RL algorithm in which
the hidden variables additionally learn to represent taskrelevant information, allowing the agent to leverage relevant
past experiences to learn new tasks from a small amount of
experience.
Image observations constitute a common source of partial
observability, and extracting useful state representations from
them has been studied in detail. Pre-trained state estimation
systems can predict potentially useful quantities such as object
locations and pose [58, 52]; however, these approaches require
ground truth supervision. End-to-end deep RL algorithms learn
such state representations implicitly, but currently suffer from
poor sample efficiency due to the added burden of representation learning [41, 38, 54]. Unsupervised learning techniques
have been used to improve this sample efficiency through the
explicit representation learning of a latent state space in which
RL can be tractably performed [35, 12, 16, 63]. Latent dynamics models capture the time-dependence of observations and
have been used in conjunction with model-based [60, 67] and
model-free [15, 36] RL methods. The SLAC algorithm [36],
in particular, substantially improves the performance of end-
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Modeling latent dynamics in single-task RL

(b) Task controlling latent dynamics and rewards in meta-RL

(c) MELDing (a) and (b) into unified latent state model

Fig. 2: Left: Robots often have incomplete knowledge of the full state, as when operating from images or other sensor data
xt . This problem can be tackled by learning a latent dynamics model to glean state information zt from history (x1:t , a1:t ).
Middle: The meta-RL problem considers a task distribution - the identity of the current task T is an unobserved variable that
controls the dynamics and reward functions. Right: We interpret the task identity as part of the underlying state (called z̃t
to emphasize the latent state now also contains task information), allowing us to leverage latent state models with minimal
modifications for efficient partially observed meta-RL.
to-end model-free deep RL by using a latent dynamics model
to learn a state representation and then performing actor-critic
RL in this latent space. To enable meta-learning, we build on
SLAC by generalizing this learned latent variable to encode
not only the agent’s current state but also the task at hand.
III. MELD ING S TATE AND TASK I NFERENCE
(a)

latent space model for single-task RL

The primary goal of our work is to enable rapid robotic skill
acquisition from images, in the real world. We take a metareinforcement learning approach, learning a skill acquisition
mechanism by meta-training across a set of related tasks. We
must then contend with two sources of sample inefficiency.
First, meta-learning requires many samples from a range of
tasks - while meta-learned skill acquisition is rapid, the metatraining phase requires large amounts of data from a set
of training tasks. Second, end-to-end deep RL from images
requires many samples due to the additional burden of learning
good visual representations. We demonstrate that both of
these challenges can be addressed by the same approach –
approximate probabilistic inference in a latent state model
– in which the latent state variable captures both state and
task information. We formalize our problem setting in Section III-A, review unsupervised learning in latent dynamics
models in Section III-B, and present our unified framework
and algorithm MELD in Section III-C.
A. Partially Observed Meta-RL Problem Statement
Robots operating in unstructured environments must act
based on incomplete sensory readings that may come from
cameras, microphones, force sensors, and other instruments.
Such sensor readings may not contain the full state of the
environment required for effective control, requiring the agent
to choose actions based on a history of readings. We formalize
this setting as a partially observed Markov decision processes
(POMDP), T = {p(z0 ), p(zt+1 |zt , at ), p(xt |zt ), r(zt , at )}
which consists of an initial state distribution p(z0 ), transition
distribution p(zt+1 |zt , at ), emission function p(xt |zt ), and
reward function r(zt , at ). Observations are noisy or incomplete functions of the underlying state. We assume that the

transition and reward functions are unknown, but can be
sampled by taking actions in the environment. The policy does
not have access to the underlying state. Rather, at each time
step, it receives the current observation and reward. In our
experiments, we focus on settings in which the robot must
infer state information from camera images.
In our formulation, we would like the (c\)
agent
to perform many
(b) meta-RL
MELD
different tasks, and acquire new tasks quickly. Formally, we
now consider a distribution of tasks p(T ), each one a POMDP
as defined above. While the state and action spaces remain
fixed across tasks, reward and dynamics functions may vary.
In our experiments, we consider task distributions in which
the reward function varies across tasks, such as a simulated
legged robot running at different speeds, and a real Sawyer
robot inserting a peg in different locations. Given a set of
meta-training tasks from this distribution, the meta-training
process learns a policy that adapts to the task at hand by using
the history of past transitions, which we refer to as history.
After this training process, the agent must adapt to a new task
from p(T ). In graphical model form, the task identity can
be represented as an unobserved variable that influences the
reward and transition functions – see Figure 2b. Importantly,
the task remains constant throughout the experience the agent
collects in that task, which may consist of several trials.
Prior work has exploited this structure to design meta-RL
algorithms that estimate a probabilistic belief over a latent
task variable [49, 69]. In contrast, we will consider a more
general class of POMDPs in which the latent variable is not
constant, as illustrated in the graphical model in Figure 2c,
where task and state variables are melded. In effect, we cast
the distribution over POMDPs as a POMDP itself in which
the state variables now additionally capture task information.
B. Preliminaries: Latent State Inference in End-to-End RL
To perform control under partial observability, the agent
must extract relevant information from observations into a
compact description, and aggregate this information over time
to form an accurate estimate of its current state. While standard
end-to-end deep RL can achieve good results in some domains

replay
buffer

Fig. 3: MELD meta-training. Meta-training alternates between training the model, and training the actor π and critic Q
which are conditioned on the model’s latent state zt . Batches
of trajectories from a set of training tasks are sampled from
the replay buffer and fed into the latent state model which
infers the posterior over latent state zt at each time step given
zt−1 and current observation, action, and reward. To capture
both state and task information in the latent state, the model
is trained to minimize error between true observations and
rewards (x, r) and their reconstructions (x̂, r̂), subject to a KL
divergence constraint that compresses the latent representation.
by ignoring partial observability and learning state representations end-to-end [38, 65], this approach is sample inefficient
in representation learning and cannot handle tasks in which
memory is required. Latent state models constitute a promising
direction for efficient learning in POMDPs [28, 15, 36]. We
build on the SLAC algorithm [36], which learns compact representations of image observations via unsupervised learning
in a latent dynamics model. This algorithm seeks to maximize the likelihood Rof each observation under a generative
process p(x1:T ) = p(xT |zT )p(zT |zT −1 , aT −1 )...p(z0 )dz.
Marginalizing the latent state variables z is intractable, so a
variational inference approach is used to maximize a lower
bound on the log-likelihood. In this latent space z, SLAC
performs RL with the soft actor-critic algorithm [20], which
maximizes expected returns as well as policy entropy in an offpolicy actor-critic framework. We choose to build on SLAC
because of its high performance and sample efficiency due to
off-policy training.
C. The MELD Algorithm
The goal of our work is rapid skill acquisition, so we apply
a meta-RL approach to transfer knowledge across tasks. As
discussed in Section III-A, the meta-RL setting assumes access
to a distribution of tasks, p(T ). Meta-RL algorithms learn
to acquire new skills quickly during the meta-training phase
by leveraging experience from a set of related training tasks
drawn from p(T ). In the meta-testing phase, the agent must
quickly learn to solve a new task it has never seen before that
is drawn from the same distribution. For example, for a robot

performing peg insertion, the task distribution might be the
distribution of locations to insert the peg. The agent solves the
task using the knowledge gained in meta-training to efficiently
process sensor observations, conduct useful exploration, and
use the collected experience to rapidly adapt its policy. The
key insight of our work is that inferring state variables and
inferring task variables from a stream of observations and
rewards are both instances of a more general procedure for
estimating hidden variables from a history of experience. In
the example of robotic peg insertion, state information might
include joint angles and velocities, which can be estimated
from camera images. Task information, the location where the
peg should be inserted, can be inferred from past rewards and
observations.
Concretely, as in Section III-B we use a latent state model
to infer a belief over the latent state variable zt ; however, now
zt must be trained to capture both state and task information.
Given a new task, at each time step the robot updates its
posterior belief over the zt variables given the new observation
and reward. To compute this posterior belief update, the latent
state model takes as input the current observation and reward,
as well as the posterior from the previous time step. The
policy then chooses the next action conditioned on this updated
posterior. With this procedure, the agent is able to quickly
estimate the hidden task and state variables that allow it to
rapidly adapt in the new task.
In order to accomplish this at meta-test time, during metatraining the agent must learn both a procedure for performing
joint state and task belief inference, and a policy that can make
use of this belief to choose appropriate actions. For the first
part, we wish to maximize the probability of observed observations and rewards under the generative process modeled by
the latent state model. As in the single-task latent space models
in Section III-B, marginalizing the zt variables is intractable,
so we take a variational inference approach and maximize the
evidence lower bound.

E

z1:t+1 ∼q

t
X
t=1

t+1
X
t=1

log p(x1:t+1 , r1:t+1 |a1:t ) ≥
log p(xt |zt ) + log p(rt |zt )−
DKL (q(z1 |x1 , r1 )kp(z1 ))−

(1)

DKL (q(zt+1 |xt+1 , rt+1 , zt , at )kp(zt+1 |zt , at ))

The right hand side is the loss Lmodel used to train the latent
state model. Each term has a natural interpretation. The first
and second terms reconstruct the observations and rewards,
which encourages the model to extract a rich representation
of its inputs. The third and fourth terms can be viewed as
regularization or an information bottleneck [1] - they constrain
the conditional distribution over zt to a prior distribution,
encouraging the model to make the representation compact.
To learn a policy that can make use of zt to modulate
its behavior, we train a policy with reinforcement learning
on the learned state. Through meta-training, the policy learns

exploration strategies tailored to the task distribution it is
trained on. For example, when trained on the peg insertion task distribution, the policy might learn a strategy to
always move towards a potential insertion location rather
than moving randomly or dropping the peg, since all metatraining tasks involved insertion, though at different positions.
Such meta-learned exploration strategies provide structured,
efficient exploration for each new task. As in SLAC, we learn
the policy with the Soft Actor Critic (SAC) algorithm [20]
because it achieves high performance and is able to learn
from off-policy data, making it up to 100 times more sample
efficient than other model-free methods. This sample efficiency
is crucial to successfully training MELD in the real world,
as we demonstrate in Section IV-D. The SAC algorithm
maximizes discounted returns as well as policy entropy via
policy iteration. The critic (Q-function) is trained to minimize
the soft Bellman error, which takes the entropy of the policy
into account in the backup.

1
Lcritic = E(a1:t ,rt )∼B,z1:t+1 ∼qφ Qψ (zt , at )−
2


rt + γ E [Qψ (zt+1 , at+1 ) − α log πθ (at+1 |zt+1 )]
at+1 ∼πθ

(2)
The policy distribution is updated towards the exponential of
the Q-function,
Lactor = E

[α log πθ (at+1 , |zt+1 ) − Qψ (zt+1 , at+1 )] (3)

a1:t ∼B,
at+1 ∼πθ ,
z1:t+1 ∼qφ

We alternate between collecting data with the current policy,
training the model with Equation 1, and training the actor-critic
with Equations 2 and 3 with the latent state model paramters
fixed. The meta-training phase is described in Algorithm 1,
while meta-testing is outlined in Algorithm 2.
D. Implementing MELD
We implement the components of MELD with deep neural
networks. The model consists of encoder and decoder networks for reward and observation, and a dynamics network
to evolve the latent posterior over time. In our experiments,
observations zt consist of one or more RGB camera images,
therefore we model the observation encoder and decoder
networks as convolutional networks. We assume a Gaussian
form for the posterior qφ (zt |zt−1 , hit ), and infer the parameters
φ with a fully connected network that takes the previous
time step posterior as input along with the current action,
observation, and reward. We follow the implementation of the
SLAC latent variable model and model two layers of latent
state variables. The actor πθ and critic Qψ are modeled as
fully connected networks, and condition on samples zt from
the latent posterior. We train all networks with the Adam
optimizer. If the latent state model changes too much or too
quickly during meta-training, training the actor-critic can be
very difficult. To mitigate this, we collect a batch of 1000

Algorithm 1 MELD Meta-training
Require: Batch of training tasks {T i }i=1...J from p(T ),
learning rates α1 , α2 , α3
1: Initialize model qφ , actor πθ , and critic Qψ randomly
2: Initialize replay buffers B i for each training task
3: while not done do
4:
for each task Ti do
. collect data
5:
Initialize history hi0 = {x0 }
6:
for t = 1, . . . num timesteps do
7:
Infer posterior qφ (zt |zt−1 , hit ), sample zt ∼ qφ
8:
Sample at ∼ πθ (a|zt ), receive xt+1 , rt
9:
Add (xt+1 , at , rt ) to hit
10:
end for
11:
Add data hi to buffer B i
12:
end for
13:
for step in model training steps do
14:
for each task Ti do
15:
Sample history hi1:T ∼ B i
16:
Infer posteriors {qφ }1:T , sample z1:T ∼ {qφ }1:T
17:
Predict reconstructions {(x̂t , r̂t )}1:T
18:
Limodel = Lmodel (hi1:T , {(x̂t , r̂t )}1:T )
19:
end for
P
20:
φ ← φ − α1 ∇φ i Limodel
. train model
21:
end for
22:
for step in actor-critic training steps do
23:
for each task Ti do
24:
Sample history hi1:T ∼ B i
25:
Infer posteriors {qφ }1:T , sample z1:T ∼ {qφ }1:T
26:
Liactor = Lactor (z1:T )
27:
Licritic = Lcritic (z1:T )
28:
end for
P i
29:
θ ← θ − α2 ∇θ P
. train actor
i Lactor
30:
ψ ← ψ − α3 ∇ψ i Licritic
. train critic
31:
end for
32: end while
Algorithm 2 MELD Meta-testing
Require: test task T ∼ p(T )
1: Initialize history hT
0 = {x0 } and latent state z0 ∼ p(z0 )
2: for t = 0, . . . , T do
3:
Infer posterior qφ (zt |zt−1 , hTt ), sample zt ∼ qφ
4:
Take action a ∼ πθ (a|zt ), receive xt+1 , rt
5:
Add to history hT = hT ∪ {(at , xt+1 , rt )}
6: end for

transitions from a random policy and pre-train the model for
1000 gradient steps before starting the main training phase,
in which we alternate between collecting 200 transitions and
then performing 200 gradient steps for model, actor, and critic
training.
IV. E XPERIMENTS
In our experiments, we aim to answer the following questions:
1) Can MELD perform temporally extended reasoning in
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Fig. 4: Continuous control tasks used in our simulated experiments. Left: Cheetah robot running at different velocities
(cheetah). Middle: Sawyer robot moving in the joint space to
various end-effector goals (reacher). Right: Peg insertion into
a goal box at changing locations (peg insertion). Note that the
goal for each task is not explicitly observed by the robot, but
is illustrated here for visualization purposes.

Fig. 5: Point robot 2-D navigation with sparse rewards. Left:
An example image observation seen by MELD in this task
where the goal position is unknown and located in either the
bottom-right Middle or upper-left Right corner. We observe
from the trajectory traces that the agent is able to persist
information over time and update its posterior belief at each
time step in order to perform structured exploration for this
sparse-reward setting.
order to quickly solve unknown tasks?
2) How does MELD compare to prior meta-RL approaches
in enabling fast acquisition of new skills at test time?
3) Can MELD meta-learn effectively in partially observed
settings such as operating directly from image observations?
4) Can MELD enable a real-world robotic arm to learn a
multi-task peg insertion problem from raw images?
To answer these questions, we first evaluate MELD in
simulated image-based continuous control tasks (Fig. 4) using
the MuJoCo simulator [56], including both locomotion and
manipulation environments. We then apply our algorithm to
learn multi-task peg insertion directly from images in the
real world, demonstrating that our learned latent state model
can reason about both state and task information within a
single unified framework, and furthermore, that a deep RL
algorithm operating in this learned latent space can efficiently
and successfully learn challenging robotic control tasks.
A. Temporally Extended Reasoning
We first present a didactic 2D-navigation example to illustrate how MELD reasons and persists information over
time. This environment involves navigating a simulated 2D
point robot to an unknown goal location, using 64x64 image
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Fig. 6: MELD is comparable to a prior meta-RL approach
PEARL [49] when learning directly from fully observed state,
shown here for Left: cheetah and Right: reacher.
observations (Fig. 5(a)) as inputs. The observed rewards are
sparse and consist of zeros everywhere except at one of two
possible goal locations. During meta-training, the agent is
trained on both tasks. At test time, the agent is evaluated on
one of the tasks selected at random, but not revealed to the
agent. Since the agent only receives the reward at the correct
goal, the optimal strategy is to navigate to either goal, then
navigate to the other goal only if the observed reward is zero.
The MELD agent updates its posterior over the latent state at
every time step, allowing it to persist information over time
and exhibit exactly the exploratory behavior described above,
as illustrated in Fig. 5(b) and Fig. 5(c).
At test time, the agent receives only the current image and
reward as input, as described above. However, since metatraining with such sparse reward signals is difficult, we make
use of dense rewards (i.e., distance from goal) during metatraining, as done in prior works [19, 49, 40]. Concretely, the
reward fed into the model is sparse, while the reconstruction
loss is computed with respect to the dense reward. This hybrid
approach allows for meaningful supervision during training,
while alleviating the need for dense rewards at evaluation time.
B. Fast Skill Acquisition
Next, we evaluate MELD on simulated robotic tasks in the
setting of interest: meta-learning from images. We evaluate our
method on the tasks shown in Figure 4: (a) a simulated halfcheetah robot which must learn to run at various desired velocities (a standard benchmark introduced in prior work [13]),
as well as two simulated robotic environments where a 7DOF Sawyer robot must (b) reach to unknown goal locations,
and (c) perform peg insertion into the correct box (out of 4
possibilities), where the locations of the boxes change and the
correct box is unknown. We emphasize that the robot is not
given the goal as input, and it must not only figure out what
to do (i.e., explore), but then also proceed to do it successfully
(i.e., exploit).
We first compare to a representative state-of-the-art metaRL algorithm, PEARL [49], which models a probabilistic
latent task variable and explores via posterior sampling. Note
that the results in the PEARL paper assume fully observed
state rather than images. To provide a fair comparison with
image observations, we augment PEARL with the same convolutional encoder architecture as the one used by MELD.
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Fig. 7: Performance comparison on simulated tasks from images, comparing our method MELD to a state-of-the-art meta-RL
method PEARL [49] as well as ablations of our approach including reasoning over only a single time step and reasoning in
the absence of reward inputs. Left: cheetah, Middle: reacher, and Right: peg insertion.
Furthermore, both MELD and PEARL utilize soft actorcritic [20] as the underlying RL algorithm, thus reducing
the axes of variation in the comparison. In our first set of
comparative experiments (Fig. 6), we see that PEARL is
generally quite sample efficient when solving meta-learning
tasks from state. However, its approach of reasoning over a
set of unordered transitions from a given task, rather than
maintaining temporal information between time steps, results
in worse performance (Fig. 7) when it must utilize images,
which are typically only a partial observation of the underlying
state. We see that by leveraging general-purpose latent state
estimation, MELD achieves similar performance as PEARL
in fully observed settings, but substantially better performance
when learning from image inputs.

kept constant, the learned latent space must indeed contain
important information required for task success across these
task distributions.
Finally, we note that although standard actor-critic algorithms call for interleaving each data collection step with a
step of actor and critic training, this process of stopping and
switching between tasks at each time step is not possible in
the real world. Instead, in MELD we collect batches of data
interleaved with many iterations of training; here we examine
the affect of this choice on the performance of the algorithm in
simulation. From these experiments (Fig. 9, we see that MELD
is not too sensitive to scaling between this type of on-policy
and off-policy training, which is essential for transitioning
from simulation to the real world.

C. Ablation Analysis

D. MELD in the Real World

We also compare multiple variants of MELD to understand which components contribute most to its performance.
First, we test the importance of reasoning over a history of
observations, as opposed to reasoning over the current time
step alone. The experiments in Figure 7 show that reasoning
over a sequence length of only one step leads to task failure,
thus illustrating the partially observable nature of such tasks.
Given that some amount of history is often required, we now
examine the contents of that history to understand whether
observations and actions alone are enough to extract the
necessary information for task success. To do so, we test a
variation of our approach in which we do not give rewards as
input to the latent state model. Such a method should not be
able to reason about the underlying task identity, and our “no
reward” experiments in Figure 7 shows that this is the case.
In our next set of experiments (Fig. 8), we verify that
meta-learning is indeed necessary for these tasks: We see that
generalization to evaluation tasks requires training across a
task distribution, and that learning to perform only one task
during training does not suffice for a similar task at test time.
In Figure 10, we examine the effect of the latent space
dimension; these experiments show performance deteriorating
for smaller latent dimensions, indicating that all other things

After analyzing and experimenting with the simulated tasks
discussed above, we put MELD’s efficient and effective learning to the test, applying our algorithm to a 7-DoF Sawyer
robotic arm to learn multi-task peg insertion directly from
images in the real world.
Here, tasks consist of different goal boxes for insertion. In
our setup, the policy sends actions over a ROS interface to
a low-level PID controller to move the joints of the robot.
The reward function is the L2-norm of the translational and
rotational distances between the current pose of the peg and
the goal pose. Note that the goal pose is not provided to the
robot, but must be inferred from its history of observations.
The observations seen by the robot consist of this reward
signal as well as images from the two webcams as shown
in Figure 12: one fixed view from the overhead camera and
one first-person view from the wrist-mounted camera.
The training distribution in this experiment consists of
three tasks. The robot succeeds on all tasks (Fig. 11) after
approximately 160,000 samples, which corresponds to 11
hours worth of training data (Fig. 12). Note, however, that
the actual meta-training time of the experiment is closer
to 24 hours, since it also includes neural network training
time and the time required for the robot to reset between
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Fig. 8: (reacher env) Generalization to
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Fig. 12: Left: 128x64 image observation seen by the Sawyer
for the peg insertion task, consisting of both an overhead and
an end-effector view. Right: Reward curve during training in
the real world, showing successful learning over 160,000 data
points (equivalent to 11 hours worth of data).

Fig. 11: Qualitative results of MELD in the real world. Each
row shows one episode for three different unknown tasks.
Using MELD, the robot explores and successfully finds the
correct hole for all three tasks, using image observations and
online reward feedback.
trials. This robot experiment demonstrates that the latent state
model learned by MELD can indeed reason about both state
and task information within a single unified framework and
enable effective multi-task learning in the real world. Videos
and more experiments can be found on our project website
https://sites.google.com/view/meld-lsm/home
V. D ISCUSSION AND L IMITATIONS
In this paper, we draw upon the insight that meta-RL can
be cast within the framework of latent state inference. This
allows us to bridge the adaptation capabilities of meta-learning
with the efficiency of unsupervised latent state models, par-

ticularly when learning from raw image observations. With
this principle, we design MELD, which performs structured
representation learning with a latent space model in combination with efficient off-policy RL. As a result, MELD can
leverage prior experiences to rapidly acquire new skills, and
it substantially outperforms prior work when learning from
images. Furthermore, as demonstrated by our multi-task peg
insertion experiment with the Sawyer robot, it is efficient
enough to learn directly from images in the real world.
Despite the significant benefits of MELD, a number of
important limitations remain. While we experimented with
two sources of partial observability – image observations and
unknown tasks – there are other challenging sources of partial
observability such as unknown dynamics, substantial occlusions, other agents with unknown intentions, and reasoning
over long-horizon tasks. In principle, MELD should be able
to handle these cases as well, but further development and
experimentation are required. Further, while MELD enables
meta-reinforcement learning from raw image observations in
the real world, neither our approach nor prior meta-learning
works have shown convincing generalization to wider task
distributions of qualitatively distinct manipulation tasks. We
view this as a critical direction for future investigation.
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